BTE FAXRE

73R B2 97 S8 50 B 1 PR (5 A 3 4008 1 XU IE A% B2 FH 7E Y e A 2 4 111 78 BT R R
tho BAE N LR REFE T2 SIS T RIFACR, AR S S R TE £ AN A 4
Con H AR SCARIRG . B AR B AL BRINE 3 & S A TR AR A 7 RR AL BE 4% L)
TR BAATTS, 717 fH3ET YOLOV3 W45 4678 201 sl 5 ARl S, 3F 6
1 TensorFlow AE 42 Je i Ab BEAE AL 7E 4 GE AL BR A8 FHEATHIE . 58727 N 45T EAST M 2545
AU S S TR N F R R A B S B ROEE . SBT3 41T BERT WIS B (2] 714 R
WO 38 b

7.1 BEsEM-YOLOvV3
7.1.1 SEIGEM

A% S 3 2 57 B H AR I QR MR SR ——YOLOV3 W45 12 15 21 # gE AL B2 2% DLP
b OFREATYEREILAL S B R, AR T LA D) DLP ACBERR5E AR5 RER H bR AL AT 55 -
Rt ARses iy £ 5 H A

1. i R BE AR E 5 2 YOLOV3 0870 Jr AR EE#R AR, IR A AR B REMARIE S I
T RAMRACTT %

2. JHILAE TensorFlow Wl K&+, HEAELE TensorFlow HEAL h s N fi & 55510 7712

3. I A TensorFlow #E4T (R R, E IR TensorFlow 45 H #5 k& I B FH A g
A DLP AT RAEH T

SBR[ T D P o

712 BENR

7.1.2.1 BErE

FIbrer 2 Fa B0 — A~ B2 N Rp e RE R T BB AT Bt i) o K fE fir. H
Frterill J& 1 2 AR 555 =), WEUR W — M55 73 3¢ Elad 7 R AR 2 00 Rl 43,
—MES o SCARAE R FE bRl R AN 2R B ARG B R, B AR bR B al S A4
bR E CCLHBRE R BIE SRS (0,00), BEEFARKARE, H bz s oyt
MRS p B, wE G H. EBERE. YEIERESE: Bl BRSO 2N
TABES, PLEEAGE . 2P i dE . B ARRI A AT 55 20 S 7.2

FEA 40 HARKE I S BB AT, Se 5255 — 26 B ARSI O3 WA S SR 7.1 R, BET
YIRS PBEYME (mean Average Precision, mAP). 30 [0 (Sliding Window). 1EFHE R E L
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B 7.1 HirRzR

B 7.2 BRI B MER S

£71 HAARE AR

e E X

AP E % Precision-recall 128 R HEAL, mAP A2 A8l H AR 50010 AP ¥4,
T 50 4 AP
AR € 25 [0,1] 201, ARG 1 E DT R R

FAFL A CFEimtl) BE e 4P B BB T 1 30,

VEST 1 Sliding Wind
G 1 Sliding Window A8 T 5 ) X S R 4 2K

B 5 2 X, AR O AR D A E I, kR

AR R H% Selective Search D
3 10U FHF il Bounding-box FIA T 4571 Bounding-box (1) & &1,

FHTEER TOU 1A IOU=(ANBY/(ALIB)

WX (Rol) M LTI P 5 L AE s A B TR AR 55 0y 3 Ty 05 AL PR X IR

N IR I BB score i, I 15 S B 1) bounding box,
R EHRE RS, AR (A LA




7 W G

(Selective Search, SS). 22 Jf-H (Intersection over Union, ToU). P#R[X 1k (Region of Interest,
RoD). FEMHAAE#NE] (Non-Maximum Suppressionm, NMS) %,

WRHE IR L 5 S SR BN, B ARl 7y ik E R L AR — ML T Region
Proposal HIFFT BRI, &5 Je H BT B H H bR EIEHE, SRS Fad SR 22 9 245 00 5
PRIEENERIEAT 20 25 5 [E1H, iR HI%FT R-CNN, Fast R-CNN. Faster R-CNN %5; 7 —Ff
S BT BRI, AT Bk DX, S S A 2 I £ LK E b (AR D B] VA ]
TRIAS AR B AR &, FREEA YOLO. SSD % .

- Pl ER I

FATLL LI/ Faster R-CNN B0 28 P B I R0 19 3 SR

Faster R-CNN 41X} FAST RCNN i Il 2 (3 f 1k — 5 oo, $5 e 4 Xk
H1 SS BAIBRH, HUm A2 #4972 {# H Region Proposal Network (RPN) =& Rol, i H 1%
mF:

o JEIT L AR URE 1]

o KJH RPN SRIURHIE P i) B AREIERE, W Rol J5HEAT 1 ILMEAE IE

» FIH Rol Pooling Laye 7E RNP %t FRFIEE 115 Rol X 7 [ [ 72 4 2 Ak

o B FRHERE AR R AT 0 55 IFRIAHEET IRIBIE

Faster R-CNN & 5 — ™ 30 1E R S0 0i B0 (9 507%, 45 RPN B4 SSAE A3 I A2 K

BT, R E VOC07 54 EAY mAP A% 73.2%2, Faster R-CNN A — > 18 ju] Fii7F
T I S5 ARG e B A HE [X B H B b B A K

« FRr BN

FATLAITLE] YOLO Hi A1 28 5 i B I B 1 32 R

B X5 PR S B I SR AT AE BT SR A | RS P AR & i), /£ YOLO (You Only Look
Once) Bykrridth “ Poep” BIRGATINES, X EWAER B AR FEA H Arfr il 727 — 4>
R, HEVER R EERN R

o PR4ET0: SN PR R SR EE Dy 448%448;

o PRZRTIM 2 SR P A AN R 4 I 2 36 A [ {53 4T Region Proposal FIEHL L & H b &
15 BEANAT B ¥t

o TRUHESTE: FIH] TOU ¥k Bounding Box 15 3 H b far il i) T AE .

FPTRI BRI WA 2% AH B, BRI BRI IO 2% AR B2 AT B MR BESR T, (E el T e XA K
B BB, SEUSS: AAREARE A BT TR, X T/ AR IR &S RASS
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7.1.2.2 YOLOV3

AT SIS Pl FH ) YOLOV3 [ 248 2 5 BLPR B i BORS I 5 3, BE AR RE 4L 2 ATRRUAS YOLOv
M YOLOV2 FERe el CEAE: LRI 5 ook R, {8 H Leaky ReLUPH E G el
#, 9Pl B IZR, (4] Batch Normalization” | 34 id #0048 2 REEIZR25) ok
il ., @& Backbone 4% Sk B S BE 51 BE .

NI EZEAG] YOLOV3 F I 28 £ g A S 06 v 7 ZER I A2 5 S BT R ) NMS kit
A7 fi 195 ATE 97 122 )38 4

b

K 7348 7 YOLOV3 fEs i, 5 7 M R A 221d Darknet-53, Concat $Hf% £/
H 3 ANANF R (1) Feature Map (193 F5 .

H.rh DBL J2 Yolov3 [IEEATHHE HIG, & H—> DarknetConv2d. —> BatchNorm fl—
A~ LeakyRelu #EZ LS4 1, BatchNorm F LeakyRelu 7 conv2d %47 = 5 b AN T] > [1)
W (MifEmE— 1SR, BMNEFRIIRI T KT 2

#7172 DBL WMEHHHMET

ERRE Dhtig
Darknet 4 Yolov3 [FJ3EREMES, 1 4~ Darknet (1) 2 #4481 Conv2D JZ
, U DarknetConv2D(); #{F#i#E: i kernel regularizer ¥4 R 1 2 5 ET L2 1Rk,
2 Padding 1 strides= (2,2) WK H valid f228,
HoAth Padding — MR same B30 HG B 50 M 4545 Conv2D() fREF—2L.
BatchNormalization(), ¥4 A St 1T =04k,
R 268 R A AR 23 A S fr F B R 0 iR 1,

DarknetConv2d

BN
Ly AN serse T & E I HE TR R (Rl S (1PN - 1
S A AR Lt R B B, RS SOE T
LeakyReLU i i 302 ReLU B4, A 3UA:
Leaky()

4y =max(0, x) + leak*min(0,x); (#1234 0.1)

Res_unit /& Resblock_body FIFEARLL(F 2 —, &M~ DBL f1—4~ ADD 414, %
7 Resnet ABFEAA, HIHASA Res_unit (U NZEAL K DBL AT 4 AOKFE E L5
ANHFHATEN (AdD, Add BAELGE EEEARINIE A 2 380 Tensor 4EE L. 51 NFRE
ZERIE Yolov P25 M Darknet-19 (Yolov2) 114 Darknet-53 (Yolov3), #&%Zn]LL
Bl ) 8 e A T 3 (0 P AR AT DR, 3 Ry X 2% (1 DI R 003

Resblock_body 7E M4 5k Hi{E Ay Yolov3 IRELM:, F Res n %R, n NEULSEFH
Res unit [f15, T2 H—4" ZeroPadding2D. — > DBL. N /> Res unit Z& 4 H 5141 A% .
ZeroPadding2D A D ERAF M 2, KRS A E RIS 3ET 0 73, LA SIS AT 09
R

Concat J& ¥ A7 211 Tensor #EATHFH%, 7E Yolov3 H /&4 darknet H [A] 2 ¥ 5 H 5
EORFREE BT YR, DRI AN A

Darknet.output i H (125 B8 & 2= RFHEE B, DarkNet 8] )26 & Rl iEE 2.,
i@t Concat i, BIIE =ik,
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EAFERE Yolov3 X Gor FE T I 1% A 1ELL Yolov2 A1) Softmax, T RKH T
Logistic Regression X4t ] bbox #EATFRIMZE R, X & F N Softmax ZREEAS HArxf R H
AR AN AORRAS, TR R B0 R SR 2R3, K Softmax ] Logistic T PATH
MBS 7393

Yolo_v3_Structure

73 YOLOv3 &HiE

T M e&d . Yolov3 FRF)3ETS anchorbox ) AR IHAE A T Yolov2 5L, Bk
HE 9 MERPL, B AN 3 DRI, S B E R R 2 R R
HAR, Wl AT = AN A R A3 AR 101, 239008 13x13. 26x26. 52x52, HIREE
#9255, T EEAMERICEA 3 DRIRE, SBAE SR IHE AR (xy). REIIHE
WK RE Ch) KEIUAEISE R Cw ) LA AATIIHE) B A5 FE (confidence) TLAMEAZHL, 80 4
S W 2 51 0T 06 L R 2, i LR TR VR BE R 255 (3%(5 + 80) = 255). = AR
W R RT3 SN S E 73R =AM (Y1 Y2 AT Y3):

#£73 YoloV3 FIM%&HH

REE | K2 S
Darknet [ 9045 5 #4458 9 13131024, i1 E 512 @5 4~ Hom
numgnchors « (num_classes +5), 32T Y1,

it DBL #iiE e 512 S 256, Fi£2id EREE UpSampling2D.

26%26 | TARLH bR | o 13213 (M4 A REEL N 26226, 15311 M4 45 # 8 5 DarkNet (1)
o] A AT b, RS RIS A 2 N R Y2,

JEIE DBL #iBi6 ¥ 256 WA 128, F&aid FRFE UpSampling2D,

52%52 | ANBEEBR | 46 26226 [URER E5 Il 52x52, 19 311K P48 45 4 1 5 DarkNet (f)

chia] 24 £ AL AT B, s AR 3 S R B AFIE R V3.

13%13 | KAELAR

YOLOv3 H{§ [ Darknet-53 f 24 backbone [ 25 fH LASHC I Fr (FRAEAS B, A4 T YOLOV2
W) Darknet-19, S BN 2 AGEFUOREACZ AT L84k, [N H] ResNet!® ! 1%k
&M (resblock) HETHKSFE . 1) ResNet-152 il ResNet-101 Al Lt, Darknet-53 [ 2% 25/,
AU FHG R R, s L et B 74878 T Darknet-53 [f1£5%y, i@id 5K
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BRI R L

AR 2 BT RSP A2 e, e 285t (1 Feature Map ¥ AT 1/32.

Type Filters Size Output
Convolutional 32 3x3 256 x 256
Convolutional 64 3x3/2 128 x 128

Convolutional 32 1x1
1x| Convolutional 64 3x3
Residual 128 x 128

Convolutional 128 3x3/2 64 x 64
Convolutional 64 1x1
2x| Convolutional 128 3x3
Residual 64 x 64
Convolutional 256 3x3/2 32x32
Convolutional 128 1x1
8x| Convolutional 256 3x3
Residual 32x32
Convolutional 512 3x3/2 16x16
Convolutional 256 1x1
Convolutional 512 3x3

8x

Residual 16 x 16
Convolutional 1024 3x3/2 8x8
Convolutional 512 1x1
Convolutional 1024 3x3

4x

Residual 8x8
Avgpool Global
Connected 1000

Softmax

B 7.4 Darknet-53 Z5HE

Yolov3 A1 Darknet-53 P& &5 K94 LL AN A

1. BB E N T8 M Darknet-53 42 53 M GREMMAZE K4S, B Yolov3
A EE darknet-53 B )5 — N2 RTENALIE T LR NGk B 4E R R I8 B S
NGRS RS IR . ARG N RN 53, s — NG RERRUEL
1x1x1024x255, Hrft 255 243 COCO FHiEAT 80 M i i A% N HL

2. {H% Resnet A8, FIAFRZE (Rsidual). &51): WESTREERIR, FRIE(S B RIAMLE, H
i o D e R B IR, I RR a3 o TR B, ta S P2 IR BN, 45
ROV SR RO s it AR F B 22 R AN ST DA ORAIEFE I 288 9% FEE AR ARG L ATD RE DR R IR

SURES, BAE—ERE B K 17
o AR A ANE] . NMS

£33 3 FAA L 19 Feature Map J5 75 E23E47 J5 A0 FR 45 VR SR IR 6 HY & T8 A B o€ AU
W, NMS E RO 0] 2 Hrp B SR . NMS P CIERRORAE MDD & —FhERRT H ARHE R
Z EPEM S AR, 2 BRI R 2 o — A EEIT, T B AR A 40 K 252 A
22 B BRI ol (EH NMS W PR iE ER ARG INHE. T B 7.5RE75 1 A i 3

IEAE B A R 2R DA I B2 (REHE I SE 2 NMS J5L B iR A28 20 /48D

All candidates Possible candidates Selected Objects

Confidence score > threshold Non-Maximum Suppression (NMS)

B 7.5 NMSREE

NMS ()it Fd f5 AT AL AT DY A 20 3%
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L 0 FT A FRUIU AR (9 A5 B2 B e

2. et BAS A P TUNAE, A HONIERR TN, SR Re S HARTUAER) 10U
30 MR () IR 10U ZHERE & EAHE, B I0U> thresh_iou siMIFR:

4. FTHITMAER RS 18, BEREAEREE > thresh_score [FHENLE.

i1 H PRI 2 5L — AR S NMS THET, 2 A2 e Rl el LU 2
NMS 5 (FsCAR 5D  ERXFENE ST, 02K NMS HILE DLP fif
fF Sl R A SR o, R E G R NMS E AR, AE F AR R
2, 30T DGR R H e R S B R B ), BENAAD A T A e SRR Ve DRI R 2%
CRE LR T —A NMS EHEEIES, DL SO gL A R NMS TR AR
% p% nms_detection PAEL, it YOLOV3 J5 42 B #2210 F .

7.1.3 RACIEIEZR

R 7 JifETE DLP L[ ESE B3, DLP 7R is 47 I I S el b st — 484t [ iR 22
HEZE CNStream, H T 56 MR Ab 2 21 20 26 HEBE AR 55 I Il /K 2 b B . CNStream A2 11 [7]
DLP [t % 4b# SDK. P i AR S CNStream $E{E1 3110 JFRSEILH 24 4F. i
A LA L 2 (8] 1) B, RIS PSS 2R. CNStream fE6E K K 1L DLP $2
BERHEF RN LA AL FE , ARG | AR D 28 P B AL PR A SE R .t RE S AE e i R iE TR
EIN, 7840 & 3% DLP WREARRASAIHL 2S5 S BRI Is H At e .

CNStream T RIHL VAR K ZE I B, 184 T —FB 3T CH+ il 5 18 LR SO AL B
% 8 I Pipeline HEZZ . DR P e fit vl B JE SCIRAE AL DL A8 1 5 4 9 1¥) CNFrame-
Info JSRY AT I A] ABICHE 1% i, 62 P e B Al e 4 A 75 K

714 SCIGIFIE

AT LG FTS K RE A 5 AR AR U F

o BEEE G BTG MERE 22N A S F & DLP .

o« WRAOFFREL: TR A DLP BT AR A HE R AEHESE TensorFlow. mPEREE CNML.
BT E CNRT Sififi 35 Mg 4% 21T CNRT LAt sU4nFERESE CNStream.

7.1.5 ZHAR

ANTEG F EEAE DLP i fF_ESCHLIE AL YOLOV3 W28 B A% 0o 1) H bRk il 3z
F o S0 MRRZS B N3 R AR YOLOV3 B, 283t i &b JF L & DLP AH G2 4,
] PR A DLP _ERTE#] TensorFlow WA KIZIT. N T 784 K4 DLP it 5eE S, dt—
R R FEE S BCL LI YOLOV3 F1/ NMS &4, I8 HAR A — A R 3|
TensorFlow HEZEH . =& FEHEIR N H G PR =K, K H] DLP iRl sUHESE 4 55 50 2 H b ar il iz
M, FET BB T HE . BARSES N A
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1. YOLOV3 DLP B1T: K rtE ] YOLOV3 P28 # R itk 47 &4k o, il 52 1 1) TensorFlow
Wi A7E DLP f#{f Fig4T;

2. NMS B BCL SE3L: i BCL SZHl NMS JG4bHlhiz 5,

3. Eyﬁﬁ?‘%ﬁi # F BCL SZILAH) NMS 5 F2E K E] TensorFlow HEZErh, HE4TTELRHE
H,

7.1.6 SEIGLSTR

WIRETATIAR, VE4HSeE b B 445 YOLOvV3 DLP 547, NMS [ BCL s23, HE4
HPHERE.
7.1.6.1 YOLOvV3 DLP i&E{T

R T AESRHER) YOLOV3 WEERLRIZE DLP Lizfr, FEFHEEM: YOLOvV3 CPU iz
17 BEAIEALF DLP i/ R,

« YOLOvV3 CPU BT

M AE CPU L IEWIHAT YOLOV3 FrfERI 48 AL 52 B, i oA SR O 22 4 5
. BARBRRINTE

1. FREHIE YOLOvV3 T#2: git clone hitps://github.com/YunYang1994/tensorflow-yolov3.git

2. RIEHEE TR AR, — &) Python LR AEFTIRILM = F E AN h O &
TATER, (BN TR SR G IR AR fOBUE T AT B 2 e, (A T.oh a2
5 BRI ) 5265 Tt s

1| $ cd tensorflow—yolov3

2|'$ pip dnstall =r ./docs/requirements . txt

B 7.6 YOLOv3 {k#ided

3. BB RECSHAR: ST 7.7 a2 e OB P B S Ee . BT BRI
TR SCAE AN ckpt SO 2 Tl —RERR A b A3 5, 7 EORE AT A4 SO 5

I|$ c¢d checkpoint
2|'S weget https:// github.com/YunYangl994/tensorflow —yolov3/releases /download/v1.0/
yolov3_coco.tar.gz

$ tar —xvf yolov3_coco.tar.gz
I8 ed ..

$ python convert_weight.py

S

python freeze_graph.py

E 7.7 YOLOv3 #E Fi5H#H

4, FERIHERE I, $ATIE 7.8F (a4 5e FE CPU LT,
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||S python image_demo.py

7.8 YOLOv3 CPU #E8

- BRAIR

N AR UG IR pb AL R INTS pb #4) . DLP 1 {3555 5244 fppb_to_intpb
T HoR T HR T B4k 1% T HAE TensorFlow fi2 H 5% [1)/tensorflow/cambricon_examples/tools/fppb_to_intpb
Ha N BRBIEMNS LR IUAE R,

1. A2 BB ST - 4 I ABE TR oy 5 22 () 0 B D R MR B 11 B AR R A% K 2 04 generate_image list.py
SO image libs map,  SRAZ R R B SO, YOLOV3 5 42 coco HiR4E, [A]
4% image_libs_map #E47 W1 7.9 RIVE . 78 BB UETUAT generate_image_list.py
Nt B HHRE S

import os

2| from os.path import isfile , join

4| max_image_count = 100

5| image_libs_map = {

"coco”:join(os.environ. get( "COCO DATASET HOME".), "0C0CO/test2017")
H

8| if __name__ == "__main__":

for image_lib, image_path in image libs_map.items.():

10 n =20

1 with open(”image_ list_{}”.format(image lib), "w”) as image_list:

1 for root, dirs, files in os.walk(image path):
1 for f in files:

14 if n > max_image_count:

15 break
I

1

|

if f.endswith(”jpg™):

image list.write (join(image_path, f) + "in")
n = n #'1
7.9

2. BERRERERES: Wi AR, ET RN R E AN ACE . DR E R
RIS E . DLP AR UL T generate_ini.py KA B sz BIAY () 240 10 B S0
FEAT YOLOV3, i S04 o ) model_name #EAT 401 71001 B R, RIHE 2 A4 B
FIMC B SO 2 #H R YOLOV3 #Y.

models_name = [ ’yolov3’] ‘

7.10
AT generate ini.py A G 24 1% config SRS, {5 T yolov3 naive int8.ini &
BlCE b B B PR E I 7R S R

Horpr, WTRLEIL activation quantization_alg F weight quantization alg 1% & B A& &
{b#E=. 245 naive I threshold search PiFf /7 2.

179



R R Gk

[preprocess]
mean = 0, 0, 0

i std = 255.0

4| color_mode = rgb
5| crop = 416, 416

6| calibration = yolov3_preprocess_cali
“f [config]

ol activation_quantization_alg = naive
10 device_mode = clean

II| use_convfirst = False

12| quantization_type = int8

13| debug = False

weight_quantization_alg = naive =

int_op_list = Conv, FC, LRN

o channel_quantization = False

| [model]
)| output_tensor_names = pred_sbbox/concat_2:0, pred_mbbox/concat_2:0, pred Ibbox/concat_2

:0
| original_models_path = ./realpath—of-yolov3_coco.pb
21| save_model_path = ./pbs/yolov3/yolov3_ int8.pb
22| input_tensor_mames = input/input_data:0
24| [data]
5| num_runs = 2
26| data_path = ./image_list_coco
>7 bateh_size = 10

B 7.1

native B B FER 220 IEAL A, ARG B i B O E M B ME SE R AR .

threshold_search 4% 22 B0 T AbFEAFAE e o B A A AL BIR 48, 1B CRR S 1L 8
oy AR, AR AR RN R, AR ER I E IR RN RS, Wi
AR AR B . XA, EE &b B A s o AE A ME A EH
A B AT, MR R A2 (X TAE R E, kA B
EGL T AEBEAZEE, 28 BUE 121k

Herr device_mode 1) LLELE it pb JIT 471 50K device, A7 =FHCE /73 clean. mlu
Al origin. L, milu ¥4 pb BIFTA 1Y ST device #3% E v MLU, EJ#(7E MLU k
IZAT: clean B4 pb HIFTAH 15 A1 device i5Fe, IB1THHRAEH FiE S I B shik £
AIEAT I BEAr s origin TME A A4 pb —FET B4R E -

. SERRAREIRAL: 121751k T H python fppb to intpb.py config/yolov3 naive int8,ini 5¢
AR ) E AL
— p—a

DLP =17

SERk CPU MIAHERE 5, #2 FORTE SR LA AEAE DLP L, DUMBRIIERR L. o3



7 W G

TR TR 7 FmPEisE 5 5 7L+ i DLP #EM A AE A 7, Wi IC & session config LA

FidAT INT8 BEALED Al 58 il DLP f248. B IR VR0 233X P~ B TR
& Lk AT CPU HEEEET (1485Y image_demo.py, éH0an F LA 77

o] config.mlu_options.
’| config.mlu_options.

5| config. mlu_options.

pb_file = ”./realpath —to—int8 —pb”

‘| config = tf.ConfigProto(allow_soft_placement=True,
4 inter_op_parallelism_threads=1,

intra_op_parallelism_threads=1)
data_parallelism = 1
model_parallelism = 1

core_num = 4

ol config.mlu_options. core_version = "MLU270"

10| config. mlu_options. precision = "int&”

11| config. mlu_options.save offline_model = False

12| config.mlu_options. offline_model_name = "yolov3_int8.cambricon™
13| with tf.Session(config = config, graph=graph) as sess:

1

B 7.12 YOLOv3DLP #4 (1)

7.1.6.2 NMS BangC {XAZS2E]

FEAE T BCL ¢1H NMS B, 75 Z 508 LR 3 A J5 -

1. BEMEALFE ) EE KIE: GDRAM, NRAM, SRAM i —7Ff

2. BERSIG R AE A3 : GDRAM, NRAM, SRAM Hif]—Ff
3. fels LAAS A (4l 47 4 U RO

4. Al /L BLOCK F1 Ut 50 B TAE

5. BN AL BEAE A MR

i H] BangC sy, AR AL IEFT A AT NMS JFRELHEATTHE, W& BAREAE
2%, s 3) 5 il BRSO LR T B EAIHE, 6] BangC 15 35 SEHLIZ MR 7 Z ok A1 F5
DR, SEGECRAE . 8 TR, ARHERT AR R AR RIS Z AT

(FrHcH, PR M BRAERS R 20 S E N 0, - Se T A i, IHRS AR L0 R AN 2 0 e Ui Arids
B . BRI E B 73R

I EAE 7045 GRS A B EEAT B . NMS i BB T A 44

* output_box_num:

NMS i ide H FTAE F A5

* output_data: NMS 1545 R A7 s ik,

o dst: NMS iH8 45 BAEBUNEAE L 12T . GDRAM/SRAM/NRAM;

* input_data score:

Ui ANHE score AIHCHR b+
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FFinput_data_score"48
S A ffimax_score 55
max_index

mx_score > thresh_score?

Yes
AL s cor e BO

FRHEAR AT Bbox 5
scorefReE,

out put _box_num++

out put _box_num < keepMun®?

Yes
F RS A
fibox-4 4 Bibox )
{e ] No
I
IQU > threshiou
fbox A} R fs cor e
Ho

B

B 7.13 BangC NMS it E

I| __mlu_func__ void nms_detection(int& output_box_num ,

2 NMS_DT# output_data |
Addr dst,

4 NMS_DT# input_data_score ,

5 NMS DT# input_data_box ,
Addr sre,

NMS DT =buffer ,

int. buffer_size ,
NMS_DT# sram ,

10 SplitMode split_mode ,
I int input_box_num,
12 int input_stride ,
int output_stride ,
14 int keepNum,

1 NMS_DT thresh_iou ,
16 NMS DT thresh_score ,
17 int save_method):

B 7.14 EEO®T
input_data_box: i AMEASKRAGEAE AL, MEFFIRFEE: x1, y1, x2, y2, F—/3RR
IR i 77—
stc: NMS i A B A7 O i ot 257 . GDRAM/SRAM/NRAM:;
buffer: NMS 11545 H () NRAM 75 8] &5 bk

buffer_size: NMS 1505 FH (1) NRAM 7 (8] K/, AR5, 24 dst 5 GDRAM/SRAM,
| buffer size Z2/0 75 5. (64 * 4+ 64 +256 * 5) * sizeof(NMS_DT) 777 24 dst ¥ NRAM,
| buffer_size %2/ %: (64 * 4+ 64) * sizeof(NMS_DT) 5. ¥ 5 WIH src == NRAM
F H. input_box_num J& X} 75 1Y, NMS tH5HE S E ISR, BART LA X #bE THE.



« sram: SRAM [Fbdib 2= 0], FIokAE UL 80 Rl 8 ()58 AR score R RAE, K2
71334 30 * sizeofiNMS_DT) 7475

« split mode: #f/HE: NMS BLOCK/NMS Ul;
« input_box_num: i ANEFIECE
« input stride: AEAR ) stride, BJ x1, yl, x2, y2 Z[a]f] stride;
« output_stride: % HHE 1 stride, HJ x1, yl1, x2, y2 Z[H stride;
* keepNum: i % 5 B i i HE P A~ 4
« thresh_iou: %2 LU I s
» thresh score: score [#/{H;
« save _method: fiifFtl, 204 0/1/2
HARSEIN T E 4 A IR
1 HERBT B HESATRRAER, PR, =hn, 2
(a) FEAREA:
» core limit: Jii F (%40, BLOCK #Ealxf i 1, Ul #EAX R 4;
* loop_end_flag: U1 5045 fidniR;
+ nram save limit count:- NRAM Il of fiff 47 075 32 HE () 5
* MODE: 1 src=NRAM I, 0{CFRE i 256 In #2152 19 NRAM _E3EAT T
5, VACREUEE 4 NRAM ErfDLEBSE R, (RUES L (H R Z50 2 B A
%AF: buffer A 2495, input box num J& X 75 1;
» input_score_ptr: fii AHE score FIEHETRE]
o input x1 ptr: HiAAME box B x1 AR EHEFRE
s input_yl ptr: FAFE box [yl AhrEHEFREN
« input_x2 ptr: FAHE box [ x2 AkrEHE TR
* input_y2 ptr: FIAKE box [ y2 AEFRELHEFEEL s
 x1: buffer Z¥[H], {FH x1;
* yl: buffer ZF[H], {FH yl;
» x2: buffer W], TFil x2;
* y2: buffer “¥[H], {75 y2;
» score: buffer 2¥[7], 7 score;
* inter_x1: buffer 2[a], 10U ¥iifil 4% 8] ;
« inter_yl: buffer 25 [A], 10U fiiikllm iy == 8]
» inter_x2: buffer Z¥[A], 10U #iifkil i 73 [H] ;
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« inter_y2: buffer 23 [A], 10U fiiiksllm i 2= 8]

» max_box: buffer Z5[0], fiiitAE (K115 it 723 8], N7 A max score, x1, yl, x2,
y2;

* nram_save: buffer %% [H], §fdeHE )l I i 47 2% 1)

* limit=0: A4} buffer #EAT findlimit, — 5 2 AR AR 4 A AE 1A~ 4

* len_core = 0: BF/NZALHE [FIHE K5

* max_seg_pad = 0: &FRACFREHAMERNEL, S limit AT 4055, L A
PR A1 5

» repeat : BB, THEALPE)LIK max_seg_pad:

« remain : REB PTG LA OHE ) E

* remain_pad: RECBHATHNTIEHIHENEL, 5 L A AR LR )

* input_offset: =A% Ab P 1) A ks i1k an Ho ik i 2

* nram_save_count: I[N fiff 4775 (8] A7 2 /04 5 PRS2 UL 3 S BRiy B brih
s

(b) #¥[E]%]4r MODE A 0 fIRHE, x1, y2, x2, y2, score 45 1] Y buffer =% 8] ] >k n#
45, MODE A 1 [z, AN 57 S #808s 1% (8], inter_x1, inter_y1, inter_x2,
inter_y2 7% buffer IR, FHATHE NMS, 4 Bl = (8] 2 =5 58 72 1 &2
F G b T R R, LAYSAE buffer, ] BL— IR AL T 2 504 .

(c) ZHAv7r sre==NRAM #5 iy WL f Az iz, B P ml AR F SR AE A HL b4 254k
g5, BRI AR ST R A NMS b fs, RO Y GiETE UL B 6
— A L1 NRAM (AR EAT U ) ste==GDRAM/SRAM, i Py 3Z Fri
PPt T Z Ao, BI—ANEHT NMS 2 v o B2 i TR . 28Ik
R Ry 77 AR A1 Lo BIHE BCR 2 A A ZE AN 1, BISWTRE R 2
T 215 NUVES I 2 b 7

2. HATPY B R EBAEAUAE for (int keep = 0; keep < keepNum; keep++) T H, —IKFL
AN, EMEIAAT AR S R B FHE R TA B keepNum, &z KM score /M

thresh score.

(a) HZEm AR, 8L bang max 5433 score 77 S I B R H 5 i K2R
51, w2 BLOCK #5:X, T HHEI v 4L 2] score M M L K& G, WH2
UL B, R ZERAZ BT 7 B8R oK, 25380 SRAM #ETIE1E,
PRI B s K E S s REE 9 .

(b) PrRAFEfEE: ORAF T ANFEEIEMN T, —Fh24% score, x1, yl, x2, y2 WP —
H— AT hEAF, —FhI2 3% score, x1, yl, x2, y2 WIIRF CABRAFERL. P53 DX
W 7150

(c) MRIEAZIFRLTEAS . LA 7.16 7 BACHRD Dot A7 35 B



out put _stride

out put _box_num

B 7.15 BangC NMS WHRMERES =

|| *10U L] 5 8 4 =

2| A A% B4R 22 e o AR
__nramset(inter_yl, seg_len, max_box[1]); // max_xI
__svmax_relu(inter_x1, xI, inter_yl, seg len); // inter_xl
__nramset(inter_y2, seg_len, max_box[3]): // max_x2

6| __svmin_relu(inter_x2, x2, inter_y2, seg len): // inter_x2
__bang_sub(inter_x1, inter_x2, inter_x1, seg_len);:
__bang_active_relu(inter_x1, inter_x1, seg_len); // inter_w
__nramset(inter_x2, seg_len, max_box[2]); // max_yl

[ __svmax_relu(inter_yl, yl, inter_x2, seg len); // inter_yl

1| __nramset(inter_x2, seg_len, max_box[4]); // max_y2

12 __svmin_relu(inter_y2 , y2, inter_x2, seg_len); // inter_y2

13| __bang_sub(inter_yl , inter_y2, inter_yl , seg_len);

14| __bang_active_relu(inter_yl , inter_yl ., seg_len); // inter_h

15| __bang mul(inter_x1, inter_x1, inter_yl, seg_len); //area_l

o /7 B EAHEN R B area = (x2 - x1) % (y2 — yl):

17| __bang_sub(inter_yl , x2, x1, seg_len);

15| __bang_sub(inter_y2, y2, yl, seg_len):

19| __bang_mul(inter_x2, inter_yl , inter_y2, seg len): // area

| /4 73 B 6 4T 0 T flarea_ U:  area + max_area = area I:

21| __nramset(inter_yl , seg len, max_area);

22 __bang_add(inter_x2 , inter_x2, inter_yl , seg len);

23| __bang_sub(inter_x2, inter_x2, inter_xl, seg_len); //area_U

24| = ik
[0t SIOU i A, W AR S P HE f seere ® 02 area_U # thresh > area_I7

26| __bang _mul_const(inter_x2 , inter_x2, thresh iou, seg len);
__bang_gt(inter_x1, inter x2, inter_xl, sc¢g_len);

% __bang_mul(score, score, inter_x1, seg len);

B 7.16 NMS A3 i

7.1.6.3 TensorFlow &N

TensorFlow H s I 51~ 0] 23 N AE L, —FiA TensorFlow B /7 € L FRHETIFE, 7]
PAAWE 7 SO e 3REG 5 — MOy In MLU 5558977 50, AT ifiTisin MLU YOLOV3
JE AL R A4 .

A MLU S50 73 A UUR TLAS B BR:

1.MLUIib JZ, %5185 7E tensorflow/stream_executor/mlu/mlu_api/lib_ops/H % F, F
BAER R EE X SDK JZEAT APL £3¢. 75 27 F & /2 MLU LIB J7=2£115] H TensorFlow
13k 30, HETRAER T tensorflow::Status 28757 {(H R [HHE AR o 4 1250kt 2 226
1% H 3 ) mlu_lib_ops.cc fl mlu_lib_ops.h SCEFBETIE S, AR BARIS 40 R s

2.MLUOps JZSEH, MLUOps = ST 6 LIB JZ 1) APL 58 ST R SC L. 1%#0 9
RIS TE tensorflow/stream_executor/mlu/mlu_api/ops F, {EEFNHE FEHATEMLZHET
(1) mlu_ops.h SCAFFPER AT H. FE 718 NEBIME 7 HM T .
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tensorflow :: Status CreateYolov3DetectionOutputOp(

MLUBaseOp#* op, MLUTensor#% input_tensors , MLUTensors% output_tensors ,
enmlPluginYolov3DetectionOutputOpParam_t param) {
4 CNML_RETURN_STATUS( cnmlCreatePluginYolov3DetectionOutputOp (
op, param, input_tensors, output_tensors));
of b
4| tensorflow :: Status ComputeYolov3DetectionOutputOp (MLUBaseOp#* op ,
MLUCnhrtQueue* queue,
void* inputs[], int input_num,
void#* outputs|[],
int output_num) |{
int dp = 1;
cnrtlnvokeFuncParam_t compute_forw_param
ud2_t affinity = 0x01;
compute_forw_param.data_parallelism = &dp:
compute_forw_param.affinity = &affinity;
compute_forw_param.end = CNRT PARAM END;

cnmlComputePluginYolov3DetectionOutputOpForward (

op, inputs, input_num, outputs, output_num, &compute_forw_param, queue):

(a)

| tensorflow :: Status CreateYolov3DetectionOutputOp(

MLUBaseOp## op, MLUTensors* input_tensors , MLUTensor* output tensors,
cnmlPluginYolov3DetectionOutputOpParam_t param);

5| tensorflow :: Status ComputeYolov3iDetectionOutputOp (MLUBaseOp* op .
MLUCnrtQueue* queue ,
void# inputs[], int input_num,

8 void# outputs[],

9 int output_num);:

(b)

B 7.17° MLULib B33

NI FE ST P JE I T A — A H Fco SRR INE T HISEIL, &5 46 S5 Cre-
ate Al Compute P~ . FE 7.1951 7.20F2)/7 27~ T yolov3detectionoutput.cc [fJSEH

Create /5 £ IR 51 244 G @ 47 1) baseop TH%1 1 ] base_ops_.push_back(op_ptr); fifi {7 i
s Compute S5k (IR T 7E T H 1ib JZ 1) compute pREHAT IS, HEIHE L8N R
A, HIETFE LA SyncQueue.

3.MLUStream SZ#, MLUStream it 57 MLUOps 55~ (1 sk, JoBz 11 #0E SUTE tensor-
flow/stream_executor/mlu/mlu_stream.h . 1L MLUOpKernel F1 MLUStream JZ [114% 1 £,
n] PUAE MLUStream JZ 1) 545 A 2 28 08 R B F 594 51 4T Yolov3DetectionOutput
ki, HIg T ilHERE T .

1 B R 0 2 LA =N 64 MLU 5[ BT 7 i A Y32 B OpKernelContext; MLU
LA B A U 2 OpkernelContext %t T —$; MLUTensor 1] LA# CreateM-
LUTensorFromTensor £ %, B MLU Tensor /4K . #4255 5 TensorFlow tensor —3{.

4 MLUOpKernel 528, OpKernel N TensorFlow % 577Xl %52 X« MLUOpKernel 4
7K 7 OpKernel 28, HAEH 7755 OpKernel 24—, XT84 MLU 532 75 2150
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1| struct MLUYolov3DetectionOutputOpParam {
int batchNum_:

int inputNum_:

4 int classNum_:

int maskGroupNum_;

int maxBoxNum_;

int netw_;

int neth_;

float confidence_thresh_:

float nms_thresh_:

int* inputWs_:

intx inputHs_;

float* biases_:
MLUYolov3DetectionOutputOpParam(int batchNum, int inputNum, int classNum,

int maskGroupNum. int maxBoxNum, int netw,

]
1
|
16 int neth, float confidence_thresh ,
| float nms_thresh, intx inputWs, int* inputHs.
| float* biases)
| : batchNum_ (batchNum) .

inputNum_ (inputNum) ,

classNum_ (classNum) .

maskGroupNum_ (maskGroupNum) ,

maxBoxNum_ (maxBoxNum) ,

netw_(netw) .,

neth_(neth),

confidence_thresh_(confidence_ thresh),

nms_thresh_(nms_thresh),

inputWs_ (inputWs) ,

29 inputHs_ (inputHs),

biases_(biases) {}

(2)
DECLARE_OP_CLASS(MLU...) :
| DECLARE _OP_CLASS(MLUYolov3DetectionOutput)
i| DECLARE_OP_CLASS(MLU...) :
(b)

B 7.18  Yolov3DetectionOutput HF MLUOps FEf

93 pA % 5 ComputeOnMLU 753 . MLUOpKemel SEEL i A S5 & . SHULF
it TEARHE BT B2 At AL A2 0 L IR MLUStream 242 L 58 IRELFiH5E. PR 7.22. 7.23,
7,247 FARHL 43 51 SR 73X P ASAS ) (1925 B < input0. input] « input2 24 YOLOv3 45 # 7.3t
1] =4~ feature map it o

5. AU MLU Op Kernel,, 7F tensorflow/core/kernels "H ¥ I yolov3_detection_output_op.cc
VEM AT AN AN yolov3 detection_output_op mluh 57 SEELSCAT, Op Kernel J3: it A (1944
N REGISTER_KERNEL_ BUILDER %, W1 ] 7.25 i 2900 A SCHREN MLU SCRrr 2
WA, A FRGEEM: ATRLE I HostMemory SRR E i ABEIT IR, 07 24 CPU
A AL S N B

6. HFVEMAE tensorflow/core/ops H 3 F 48 EXf N Op M 5L 4 T+ Yolov3DetectionOutput
4 image_ops.cc 3. XA SCAFRT I Yolov3DetectionOutput 514 = AN A FI— AN
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Status MLUYolov3DetectionOutput : : CreateMLUOp( std : : vector <MLUTensor#> &inputs , \
std :: vector <MLUTensor*> &outputs , void sparam) {

TF_PARAMS CHECK(inputs.size() > 0, "Missing input”™);
TF_PARAMS CHECK( outputs.size () > 0, "Missing output™);
MLUBaseOp *op_ptr = nullptr:

6 MLUTensor* input0 = inputs.at(0);

7 MLUTensor* inputl = inputs.at(l):

8 MLUTensor* input2 = inputs.at(2);

) MLUTensor* output = outputs.at(0):

10 MLUTensor* buffer = outputs.at(1l):

12 MLULOG(3) << “CreateYolov3DetectionOutputOp™

13 << ", input0: " << lib:: MLUTensorUtil(input0 ). DebugString ()
14 << 7, inputl: 7 << lib:: MLUTensorUtil(inputl ). DebugString ()
5 << 7, input2: 7 << lib::MLUTensorUtil(input2).DebugString ()
16 << 7, output: 7 << lib:: MLUTensorUtil{ output).DebugString ()
17 << ™, buffer: ™ << lib:: MLUTensorUtil( buffer). DebugString ()3
18 int batchNum = ((ops::MLUYolov3DetectionOutputOpParams)param }—>batchNum_;

19 int inputNum = ((ops:: MLUYolov3DetectionOutputOpParams*)param )—>inputNum_ ;

] int classNum = ((ops::MLUYolov3DetectionOutputOpParam*)param )—>classNum_;

21 int maskGroupNum = ((ops:: MLUYolov3DetectionOutputOpParam #*)param )—>maskGroupNum_;
22 int maxBoxNum = ((ops::MLUYolov3DetectionOutputOpParam:#)param)—>maxBoxNum_;

int netw = ((ops::MLUYolov3DetectionOutputOpParam s )param)—>netw_

24 int neth = ((ops::MLUYolov3DetectionOutputOpParams)param)—>neth_

25 float confidence_thresh = ((ops:: MLUYolov3DetectionOutputOpParam *)param)—>
confidence thresh_:

26 float nms_thresh = ((ops:: MLUYolov3DetectionOutputOpParams)param)—>nms_thresh_:

27 int% inputWs = ((ops::MLUYolov3DetectionOutputOpParam *)param)—>inputWs_:

28 intx inputHs = ((ops:: MLUYolov3DetectionOQutputOpParam#)param)—>inputHs_;
29 floatx biases = ((ops::MLUYolov3DetectionOutputOpParam:)param)—>biases_:

g cnmlPluginYolov3DetectionOutputOpParam_t mlu_param;
32 const int num_anchors = 3;

cnmlCoreVersion_t core_version = CNML_MLU270;
3 cnmlCreatePluginYolov3DetectionOutputOpParam (

35 &mlu_param ,

36 batchNum ,

37 inputNum ,

18 classNum ,

39 num_anchors ,

40 maxBoxNum,

41 netw:,

42 néeth

confidence_thresh |

44 nms thresh ;

15 core_version ,

46 inputWs ,

7 inputHs ,

biases);

19 std :: vector <MLUTensor*> input_tensors = {input0, inputl, input2};

50 std :: vector <MLUTensor#> output_tensors = {output, buffer};

51 TF_STATUS_CHECK( lib :: CreateYolov3DetectionOutputOp(

52 &op_ptr, input_tensors.data(), output_tensors.data(), mlu_param));
54 base_ops_.push_back(op_ptr);

56 return Status ::0K();
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1| Status MLUYolov3DetectionOutput :: Compute( const std :: vector <void #*> &inputs ,
const std ::vector<void *> &outputs, cnrtQueue_t queue) {
int num_input = inputs.size();
int num_output = outputs.size():
assert (num_input == 3);
assert (num_output == 2);
TF_STATUS _CHECK( lib :: ComputeYolov3DetectionOutputOp (
base_ops_.at(0), queue,
const_cast<void#%>(inputs.data()),
num_input ,
const_cast<voidxs>(outputs.data()).

num_output));
/! todo, delete sync queue after delay copy

]

1

15 cnrtSyncQueue (queue) ;
1 return Status ::0K();
|

(2)
& 7.20 Compute ERELH

H, =AM B inputO. inputl. input2 brif, %A prediets FRis, A N\ H A EE 25
R T FoRENZE 7 S A B R 8. AT type™) F7x T v i 8tz 2575
N type, st TensorFlow SCHFITA HE 5, JLA4 % 68 28000 B 135 confidence [#]
5 LA NMS {2,

BLE 6 S NP enplugin HF Yolov3DetectionOutput 5T AL AR AR, Btk 41, N
T ¥ E T L AL TensorFlow 1, & 0 34 75 B AE tensorflow/core/kernels/BUILD H1i
MELFE R

7.1.6.4 DLP #4T

B4 BCL SZHLIT) Yolov3DetectionOutput 51 I BIHEAL f5 , 75 EAZ 02 R i i 5¢
%A int8 pb AT, FE R G EA T Yolov3DetectionOutput J& AP 5 7, iX— 0 0] LA F 4R FEAE
RHLEE T AT 1 pb 5 pbixt AH T AL T R SCHl. BARYE pb rhis i~ B 7.28 - i

1R — 2 T0A, N T B RS 2 B HERG M, 1£ 9 °conv_Ibbox/BiasAdd”, "conv_mbbox/BiasAdd”,
“conv_sbbox/BiasAdd” /£ 4 Ja AL BESLF HMIAN T . Bk, N AE SRS, H5 )5 AR
3R AT 58 AN YOLOV3 A5 7Y [ 76 28 sk 4 2 T4 .

7.1.7 SEIGIEAH

L EWNALRE L5, YOLOV3 SR MR 2%, DRI S50 8 11, A%
B 1.1 Fe LU R E 7

« 60 ZphniiE: #h4 nms_ detectionh XA, cnplugin 7] 1E 5 gl .

70 rhRitE: FE 60 73 (1A F 5T R TensorFlow [FIEE RS 1E, 58 Ak pb 6B ES I /5 Ak F2
RETHERAE, AT AT map E=T 30%, 5 batch N ()54 KT
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Status Yolov3DetectionOutput(OpKernelContext* ctx ,
Tensor* tensor_input0 ,
Tensor® tensor_inputl |
Tensor® tensor_input2 ,
int batchNum,
int inputNum,
int classNum,
int maskGroupNum,
int maxBoxNum,

10 int netw,

1 int neth,

float confidence thresh ,

float nms_thresh .

| int* inputWs,

int# inputHs,

1

I

1

16 float* biases,

1 Tensors outputl ,

| Tensors output2)i

1 ops :: MLUYolov3DetectionOutputOpParam op_param(

20 batchNum ,

2 inputNum ,

classNum ,

maskGroupNum ,

maxBoxNum,

netw ,

26 neth ,

confidence_thresh ,

28 nms_thresh ,

inputWs

il inputHs ,

31 biases);

return CommonOplmpl<ops :: MLUYolov3DetectionOutput >(
ctx ,
{tensor_input0 , tensor_inputl ; tensor_input2},
{outputl , output2},

static_cast <void#=>(&op_param));

7.21 + Yolov3DetectionOutput H-F MLUOpKernel 323

300ms.

80 7 bittEs £E 70 4y (r1Ska b, PAT IR EIAS) map (B 5T 50%, 5 batch ZERf ({1
FIRAED KT 100ms.

90 srbrtkE: TE 80 Zr (kA I, AT A map {H &+ 54%, . batch ZER (f
FIE AL KT 50ms.

100 3 #RitE: 7E 90 72l L, PAT IR IAT map {8 &1 56%, . batch ZER) (£L
FIEAHD KT 25ms.

7.1.8 ECIGREE

1.NMS BCL #H Lt CPU SZHRA (L34 2 2. A WRLE T v vl LI A+ BCL 5k fg?
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namespace tensorflow |
template <typename T>
class MLUYolov3DetectionOutputOp: public MLUOpKernel {

public:
explicit MLUYolov3DetectionOutputOp(OpKernelConstruction* context): MLUOpKernel(
context){

OP_REQUIRES OK(context ,context—>GetAttr(”
OP_REQUIRES_OK(context ,context—=>GetAttr("”
OP_REQUIRES OK(context ,context—>GetAttr(”
OP_REQUIRES OK(context ,context—=>GetAttr(”
OP_REQUIRES OK(context ,context—>GetAttr(”
OP_REQUIRES OK(context ,context—>GetAttr ("
OP_REQUIRES_OK(context ,context—>GetAttr("”
OP_REQUIRES OK(context ,context—=>GetAttr("”

confidence_thresh_));

OP_REQUIRES OK(context ,context—=>GetAttr(”
OP_REQUIRES_OK( context ,context—>GetAttr("”
OP_REQUIRES_OK( context ,context—>GetAttr (™
OP_REQUIRES_OK( context ,context—>GetAttr (™

batchNum™ &batchNum_) )
inputNum™, &inputNum_) ):
classNum”,&classNum_) )
maskGroupNum™ ,&maskGroupNum_)) ;
maxBoxNum”, &maxBoxNum_) ) ;

netw” &netw_));

neth”,&neth_));

confidence thresh™ &

nms_thresh *(&nms_thresh_));
inputWs " & inputWs: ));
inputHs & inputHs_));
biases " &bidses. ));

auto* strecam =

void ComputeOnMLU( OpKernelContext* context) owverride {

context—>op_device_context ()—=mlu_stream () :

auto* mlustream_exec =

context—>op_device_context()—>mlu_stream ()—>parent ();

HERKGAES LE

Tensor#* input0
Tensor# inputl
Tensor# input2

const_cast<Tensors>(&context—>input(0));
const_cast<Tensors>(&context—>input(1));
const_cast<Tensors>(&context—>input(2));

string op_parameter = context—>op_kernel().type_string();

MLU_OP_CHECK _UNSUPPORTED( mlustream_exec , op_parameter, context);

int c_afr_data[3].~ {255, 259, 255};
std :: yector<int> inputl_shape(4, 1);

std :: vector<int>/inputl_shape(4, 1):

std i:vector<int> input2_shape(4, 1);

inputl_shape[0]
input0_shape[1]

input0_shape[2] =
inputO._shape[3] =

inputl_shape[0]
inputl_shape[1]
inputl_shape[2]
inputl_shape[3]

input2_shape [0]
input2_shape[1]
input2_shape[2]
input2_shape[3]

= batchNum_;

c_arr_data[0];
inputHs_[0];
inputWs_[0];

batchNum_;
c_arr_data[l];
inputHs_[1];
inputWs_[1];

batchNum_;
c_arr_data[2];
inputHs_[2];
inputWs_[2];

B 7.22  Yolov3DetectionOutput H-F MLUOpKernel 3231
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int buffer_size = 255 * (inputHs_[0] % inputWs_[0] +
inputHs_[1] # inputWs_[1] +
inputHs_[2] = inputWs_[2]):
std ::vector<int> buffer_shape = {batchNum_. buffer_size, 1, 1}:
std ::vector<int> output_shape(4, 1);
output_shape[0] = batchNum_:
output_shape[l] = 7 % maxBoxNum_ + 64;
Tensor* output;
Tensor® buffer:
TensorShape tf_output_shape {output_shape[0],output_shape[1],output_shape([2].
output_shape[3]};
TensorShape tf_buffer_shape {buffer_shape[0],buffer_shape[1],buffer _shape[2],
buffer_shape[3]}:
OP_REQUIRES OK(context, context—>allocate_output(0, tf output_shape ., &output))

OP_REQUIRES_OK(context, context—>allocate_output(0, tf_buffer_shape, &bulfer))

B 7.23  Yolov3DetectionOutput HF MLUOpKernel St3

/1 3 F MLUStream 52 8 11 56 BCSE 7 i 8
if (output=>NumElements () > 0 &&buffer=>NumElements() > 0 ){
OP_REQUIRES_OK (
context ,
stream —>Yolov3DetectionOutput(
context, input0, inputl, dinput2, batchNum_, inputNum_,
classNum_ , maskGroupNum_, maxBoxNum_, netw_, neth_,
confidence_thresh_ , nms thresh_ ., inputWs_.data(), inputHs_.data(),
biases_.data (). oltput. buffer)):
telsed
mlustream_exec—>insert_unsupported_op(context, op_parameter);

H
private:
int batchNum_;

B 7.24 YoloviDetectionOutput HF MLUOpKernel 28

namespace tensorflow |

REGISTER_KERNEL_BUILDER ( \

Name(”Yolov3DetectionOutput™) 5\
.Device (DEVICE MLU) \
.TypeConstraint <T=("T"), §

MLUYolov3DetectionOutputOp <T>) ;
TF_CALL_MLU_FLOAT_TYPES(REGISTER_MLU)

B 7.25 Yolov3DetectionOutput E-FrEN




REGISTER OP("Yolov3DetectionQutput™)
. Output(“predicts: T")
Input(Tinputd: T”
Input(Tinputl: T
Input(Tinput2: T”
Attr("batchNum:int™)
CAttr(VinputNum: int™)

.

CAttr(TclassNum:int™)

. Attr ("maskGroupNum: int™)

L Attr ("maxBoxNum: int ™)

CAttr(Tnetw s int™)

CAttr(”neth:int™)

.Attr("confidence_thresh: float™)

CAttr{"nms_thresh: float™)

CAttr(TinputWs: list(int) = [13, 26,52

CAttr(TinputHs: list(int) = [13, 26,52

Attr(“biases: list(float) = [116, 90, 1
10, 13, 16, 30, 33, 23]7)

CAttr(T: type™)

.SetShapeFn ([]( InferenceContext #c){

return SetOutputForYolov3DetectionOutput(c);
}i

119;

7.26 Yolov3DetectionOutput FH-FiEM

cc_library (
name = "image” .
deps = [

":adjust_ceontrast_op”,

“¥olov3 detection_output_op”,

tf_kernel library(

name = "yolov3_detection_output_op”,

prefix = "yolov3_detection_output_op™,

deps = [
“//tensorflow /core:core_cpu”,
»//tensorflow /core: framework™,
*//tensorflow /core:lib™,
"//tensorflow /core:lib_internal™,
“//third_party/eigen3”,
]+ if_mlu(]

"//tensorflow/stream_executor: mlu_stream_executor™]),

7.27 TensorFlow &%
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node |
name: “Yolov3DetectionOutput™
op: "Yolov3DetectionOutput™
input: "conv_lbbox/BiasAdd”
input: “conv_mbbox/BiasAdd”
input: “conv_sbbox/BiasAdd”
attr ¢
keys *T"
value {
type: DT_FLOAT
!
i
attr {
key: "nms_thresh”
value |
f: 0.449999988079
H
i
'

versions |

producer: 38

7.28
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30

def predict_bak(self, images):

org_h = [0 for i in range(self.batch_size)]

org_w = [0 for i in range(self.batch_size)]
for i in range(self.batch_size):
org_h[i], org_w[i]. _ = images[i].shape

image_data = utils.images_preporcess(images, [selfl.input_size, self.input_size])

start = time.time()
pred_sbbox, pred _mbbox, pred_ lbbox = self.sess.run(
[self.pred_sbbox . self.pred_mbbox. self.pred Ibbox],
feed_dict={
self.input_data: image_data,
Fals

)

np.savetxt(”pred_sbbox.txt” pred_sbboxu«flatten ())
np.savetxt(”pred_mbbox. txt” ,pred_mbbex. flatten ())
np.savetxt(“pred_lbbox. txt” ,pred_lbbex. flatten())
end = time.time()

batch_bboxes = []
for idx in range(self.batch_size):
pred_bbox = np.concatenate([np.reshape(pred_sbbox[idx], (-1, 5 + self.
num_classes) ).
np.reshape (pred_mbbox[idx], (-1, 5 + self.
num_classes)),
np.reshape(pred_lbbox[idx], (-1, 5 + self.
num_classes))], axis=0)
bboxes = utils . postprocess_boxes(pred_bbox, (org_h[idx], org wl[idx]), self.
input_size, self.score_threshold)
batch_bboxes.append(utils .nms(bboxes, seclf.iou_threshold))
print(“bbex num : " ,len(batch_bboxes))
for i in range(len(batch_bboxes)):
print(batch_bboxes[i])
exit(0)
return batch_bboxes, (end — start)

B 7.29 EifpHEE
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A0

def predict(self, images):
start = time.time()
bbox_raw = self.sess.run(
self.bbox_raw,
feed _dict={
self.input_data: image_data,

)

end = time.time()
batch_bboxes = []
num_batches = 1

num_boxes = 1024 % 2

predicts_mlu = bbox_raw. flatten ()
print(Torg_h[0], ",org_h[0])
print(Torg_w[0], ",org_w[0])

for batchldx in range(num_batches):
result_boxes = int(predicts_mlu[batchldx # (64 + num_boxes = 7)])
current_bboxes = []
print(“result_boxes :7,result_boxes)
print(”x1, yl, x2, y2, scopéh cl@ssldi)
for i in range(result_boxes):
batchld C sl 8¢ 01 gl x1 3

batchld = predicts_mlu[i * 7 + 0 + 64 + batchldx % (64 + num_boxes * 7)]

classld = predicts_mlu[i = 7 + 1 + 64 + batchldx = (64 + num_boxes * 7)
]

score = predicts_mlu[i # 7 + 2 + 64 + batchldx % (64 + num_boxes * 7)
]

x1 = prediets_mlufi % 7 + 3 + 64 + batchldx # (64 + num_boxes * 7)
] * org_w(0]

yl = predicts_mluf[i % 7 + 4 + 64 + batchldx # (64 + num_boxes * 7)
1o orgih[0]

x2 = predicts_mlu[i %« 7 + 5 + 64 + batchldx % (64 + num_boxes * 7)
] org.w[0]

y2 = predicts_mlu[i %= 7 + 6 + 64 + batchldx % (64 + num_boxes * 7)
]"#* . org_h[0]

print(xl, yl. x2, y2, score, classld)
Y bhbox Xmin min, xmax max, Scor class]
bbox = [x1, yl. x2, y2, score, classld]
current_bboxes . append(np.array (bbox))
batch_bboxes.append(current_bboxes)
print(”bbox num : 7, len(batch_bboxes))

for i in range(len(batch_bboxes)):
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7.2 XZAIRH] OCR-EAST
7.2.1 SEIGH/Y

ARG B B OL A F RN A B R R R ——EAST M 2 & gE AL BE2S DLP
b, AT AR AL S B2, i 5 0] LA B DLP Ab3E 38 5¢ B e B0 2 A IR BT 45
BRI, A S0 A = 2 H AL

1. 1L # A Tensorflow & CPU FEY GEALFE 3% DLP F b7 7R 4E 5T, 2214 i Tensorflow
G5 TR B A ;

2. JEIE A REYn AR E T 9030 EAST W45 5 (1Y) Split+sub+concat 73 517, ¥R A H 38 5 g 4w
FEE S ST IF R AR 7325

3. JBILTE Tensorflow & IEH T, KB BH ¥, EIE7E Tensorlfow HEAL s IN& I
B AR

SBR[ TS A

722 BENE

7.2.2.1 OCR

& 7.31 OCR RLFZEH

ALV GG T AR, SO BOCAR N AR A R i b i ok 1 B ok, B3
FEAIL, CARIAR M £ ARG B KSR, Bk B R 5t i) SR I A
TR A TSR BE AN SO 23 vh B S LSRR B e 1. R AR, AU IRAF
FERFPRA C(Blhn, Mer, BN, RI, ELSAAL), (EAk AR XS TR A 7 TAF s
TS T S -

FESEPRI A A, AR e RS, SR, B Rl AR 55 A5 SUAR T IZ AT 1 A R S ik
B Fan P 7.3 BB 2 R ) A 22 SCAR ORI R sgE 7 N T EO ) B

FEEF AR A (Optical Character Recognition,OCR) S FR AT SCAS BRI S SCARHEAT 3C
FARG, SEBCCA BRI 5 B A . OCR Sk A AR P 5, Rl — LB ER T %
TR 8 2 > B BV T R L T AT T 1)

OCR 1 F KEAT A7) J9: FEBARHE-> R AL B> SOy Aaill-> 307 IR0 -> far i
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7222 HAEGS

SCAK I AR & FEAS RN E 37 3 3 AR BRI 1) SCA, - I B 2 AT R, H
AR T ORI R T VR 2 BOARSKAS AR 1 7 5t R A b ) A . IR B HAR RS AT A
MRS SURKI S e R, SCARR IR 5 B SCA R R G SCAKRTI 5 7 9 H Y
FERA 32 45 5 BEHR B 2 B A7 AR SCA TR HOE L. SCATR I 5 7R BB 58 7 H A SCA
FEAR N A et o 0 i 3 3 SCAS VR B SRR R 45 6 9 — AN e BERTHE S

o« CAKH

AT () 5T CNN (7 R] BLREUr R L3S BET region proposal [ 7%, BT segmen-
tation [ 7772 LA B AT 2AE %7 S MR & 7%

HET region proposal 17545 MR 1T region [ 77 MR FEANZE 4 R
Zhang %5 A\ PSR 7 —Fp R LLAT I 2 R0 7 n), 1S TR AR IHESE L B R A R A
BRI (FCN) #Hpl: — /N SCARIX I salient maps 75— FCN H Tl f:A4~ = 7F
(Pt HGE, FERESURHNL T W] AR 2y IR 75 25 SR (AR, 49 xf L REARAIG, 2
K, RETFEER, AT RE AR 2 B E R 55— RS2 o AR K.

B 7.32 SASCARAEERE

A7 32008, AXA TR E BN LR
. (@) HNE1R:

* (b) TextBlock FCN il () S A< X 411 salient map:
o (o) SCARBRA A

o (d) fRIETFT AT

o Ce) FLRFR AT T A 77 14l vt

o () $RHUBIE SCARAT

« (g) BIEnRIE: R .

« SCAIRA]
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X OCR BISCAIRS, TR E 7 F1 R ) 8, Shil27) S NSt 1 it 3 ) SC AR
ARG, RABBULIAMEME (CRNN), EHIEME, BIAEMERAENR. Eidf CNN
5 RNN &5/, CRNN A LLACBAEEACE RT3, H AR T HoAlid . nf&l7.3307

e e
Transcription k
L Per-fi
V| CEEEFRREER e

(disbritutions)

Deep
bidirectional

S
Recurrent LSIN

Layers

Feature
sequence

Convolutional

Layers
Convolutional

feature maps

Input image

- t
t
i w Convolutional
? feature maps
-
- m

B 7.33 SRESCAIRFIM LS

R B = N
A U SN T T
 GRERE. AW 5 1
CHERE, EAEMR FUEIE R RO bR T .
- SBIT

EAST 575444 J& Efficient and Accuracy Scene Text, ‘B H2 H T — /M50 ifiy fEwf 1Y 42 & 24
Wy s AR pipeline, fiF K230 OCR FEAERAPEFI R ZEGRIE. 1% Pipeline H A7 P4 Fir B
B BT FON BB SCARERT I, 25 0 B X AL i SCARKE g sl i ) 225
AR A 5145 3] e 24 25 R, M e 25 H At rb ) 2 B, 50 0 81 i 1 45,

o LR
EAST [0 £ 25 4 3 SRy = B 47, Wil 7.34 7
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SE—H 4> :Feature extractor stem(PVANet)

AR A3 A F TR R 25, SN 2 RUEEAS I BAE, BEHCAS IR RS AR T IRk
JERIT TG IR R AR 75, LASE B SOAAT RBERI AR, 153 R AT T PVANet BERUAE N 12T
2%, SEBr AL AR B AT BCR A VGG6 B Resnet;

3B 4 :Feature-merging branch

ZHISMEM T Unet WA, 1354 JF0 — M0 ASRIURHE, S LA Concat K Hk
SIS

Forb, Rk 9% 2 BB E 5 FF 007 3, SRS 0k P R AT P N B A
Ak 22 REE, SR )5 5 M al JEZ REAE E E4T Concat, FRIELE 1x1 SRR/ BIE L, &
JE A 3x3 BRUR R G B RS L 28 P A iz & R0 B et

SH=%4r:Output Layer

1Zh o 43 A 3 2iscore_map,RBOX geometry,QUAD geometry:

Socre_map G HLAR & 15 SCF M n] RETE;

RBOX geometry ") 1M lIE, 73 SR MME R B CAHEL A sh &, n b —A>
SCARHE I g 44

QUAD geometry T )\ M8 IE, 70 5 AR HE B NME & 2 2R = AT xy R
)

Feature extgi€tor Feagiire-merging Output
stem (R VANet) branch layer
@%2] R B
h
conv stage 1] ‘53,32 score map
64,2, | <132 | | [ RBOX ]
J4 concat geometry 3
wnpool, 73| H>[ 1514 ] |
h A ¥ i
|conv stage 2 [ 373,64 text boxes |
s, e (T |
[ »[ concat i
unpool, 2 text rotation |
h angle i
fconv stage 3] 13x3,128 I
I 256 P
262 |, [ix1%8 U
concat !
wmpoolxz] i8] |
[conv stage 4] f; }h text quadrangle |
[ 3843 | coordinates |

7.34  east PR

S A B ——JR R I R NMIS

EAST [f))5 4538 F B ARAa il AL, 75 08 I 45 (10 45 R 22 1T AR A R AR ] (NMS) %Ié
WA 28 55 . T EAST BRI SRS H 2 T BN U STARAE, 7 ZEAR % A
SRR R SCARHE I B3 FE AR 70 B2, 19345 9 5 1 SCAHE AR AR,

Rl & JF J5 B SCAHEZR R E AT 1) NMS AR FE, VR i 255 7.1 879, 19 8] m 445 R,

723 SKIIFME
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o G BAFE S22 WA B0 2 F & 1 DLP f#{f.
o WRPFEREL: BT B2 DLP SR 0FH B A FE i FEAE 22 TensorFlow. w1 E % CNML.
IZATH JE CNRT. 4afiil 5 Mgnitas. 121TH % CNRT LA U 4n FEHESE CNStream.
724 SLIWAR

A F B TE DLP AR L SEE IR0 Ak DL EAST W28 MBS A% 0o 1) H AR Bz . T
P PR 2% 1R 3 bR EAST R84, 20 i Y B b - AC B DLP #1264, WP LR H
DLP Ef5¢ il TensorFlow WA KIZAT. N T 7840 K% DLP B 5AEE S, #E— 2 R I GE 4
FEiF S BCL SZHL EAST 4855 i ] Split+Sub+Concat & 3511, Jf K H# I % Tensor-
Flow HEZ2r, A& 54 Split. Sub. Concat B8 7. 25 [EHEHE R F 1948 bR i oK, K DLP
Fr i CHE 2R 4 55 50 5 H A I R P, 8 T B 2R R kA7 50 8 LA S Py 7 L i

1. EAST CPU @47 I FHFRAER 5125 CKPT A8 38 552 4l /1Y) TensorFlow fii 4<fE CPU
Fiz4T EAST, 158 Float16 ¥5JZ [ PB 5%,

2. EAST DLP iZ4T: 55 1 15511 Floatl6 ¥ FE ) PB f 7 k4T INT8 B4k 5, il i & il
i) TensorFlow K 4<7E DLP T iz 17,

3. Split+Sub+Concat & HH 5T BCL s£8: R BCL SZHLY plit+Sub+Concat 5 318 5

4, HESRST 420 # FH BCL SEBLHY Split+Sub+Concat 5 3 571 1l 21| TensorFlow HE 42
.

7.2.5 ESLEGHTER

QT FTIR, VRN SE L6508 32 240 55 EAST CPU 21T \EAST DLP i£47 . Split+Sub+Concat
A IS T BCL SEH o« HEZL S 1 AR AR 2

7.2.5.1 EAST CPUIE{T

KT AETRARUENT EAST MG ERIZE DLP LI AT, 7 8Ll iz4T CPU 328, ¥ CKPT Tl
YIZRR R 40 1, Float16 KRG PB B, BAABIRITT:

1. SEOF IR S A CKPT #AY:https://github.com/argman/EAST

2. fEIR LU H k&l i e B A SR AR A
Hdl A H 3454

/home/Cambricon—-MLU270/ datasets /tensorflow_models/east
|== 2015Challenge4_Test_Taskl_GT/
|=— 2015ch4_test_images/

|[== 2015ch4_training _images/

|== 2015ch4 _training localization_transcription_gt/

Bl 7.35 EAST $HiBEHFREW
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/home/Cambricon—MLU270/ models/tensorflow_models/east/east_icdar2015_resnet_v1_50_rbox
|=— checkpoint

: |=— model.ckpt —49491.data —00000—0f—-00001

4 |=— model.ckpt —49491.index

|—=— model.ckpt —49491.meta

7.36 EAST #EEFEH

FERY H A5
CPU i 47 2 1, 75 B MODEL_PATH #5 %2 ¥ east_icdar2015_resnet v1_50 rbox F,DATASET PATH
fEE 2] 2015ch4 test images ,GT PATH #5iZ #] 2015Challenge4 Test Taskl GT T

3. DLP B E T B 4G HE | EAST CPU Iz T MBI DLP iz T HE5, #F %3 A tensor-
flow_models/cambricon_examples/EAST/ H 3¢ F;

4, TEEHEH TR — 50 &1 Python ZEBETREN = FERFRE e %
e R, (EX T RS ZRA S0 56 B REA HORUE 75 347 Blie e, R pip fim 4 50 O
122 %% 5 F+ 2 pip install -r requirements. txt

5. FERUME R A AT I A SERE CPUL R IMEER, JRKF CKPT A5 45 Hh Float16
FEFE[Y) PB #58: /run_cpu.sh

6. FEHFRL PR AR AR ) PB AT Jepu_pb i T LK 13 21 east.pb % U1 %2 /home/Cambricon-
MLU270/models/tensorflow_models/EAST/east.pb

7.2.5.2 EAST DLP &7

AR AT R 7 2.5 N 15 Floatle ¥5F PB BIAIEAL Ay INTS F5FE ) PB 1%
Y DLP ¥ {F PR fppb- to_intpb. T B R HEAT IR B AL,

1. #EA tensorflow/cambricon_examples/tools/fppb_to intpb H %;

2. M R SO R Y T G S AR A LR B A FLAR R A2 R B 24 generate_imagelist.py
A image. Jibs_map, FLATFE7 37T, Sk B 1 50 S0

3. AR EAGTC B O ansE 2?2 FTIR, FERET AL AT R I B R () I B OO, DAYE E A
KA ZEDLP AT ESEHE T generate ini.py 2K AE 45 o F8 f A0 G B SO B0t
EAST, 75 %% generate_ini.py H /) model name #EAT 1504, RIHE & B AR AR H i B S0 F 2
£-%t EAST AY:models_name = [ "EAST" ]

AT DLP ZHil{L (1) PB #i8 Ak A generate ini.py 72> E K config S AtF, Horpfu
7 EAST naive int8.ini Z-¥(1i0 & SCPF, %00 B RS W7 38T~ 15 5. TRy
JREYE AL PR AT, T EAZ L save_model_path;

T2 v 3 B A A ) A o . (HURE R T AN AE e W {8, B e A B I OL ~, AN
WAEFZ S0, i 28 AUE 0 &4k, Hr device_ mode W LA B il pb BTy -1 i (1)
device, 5 =M & /7 R:clean. mlu Al origin. H A mlu Bt pb AT 5 A1 device
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import os

from os.path import isfile , join

4| max_image_count = 100
5| image_libs_map = {
Teast”:join(os.environ.get( “TENSORFLOW MODELS DATA HOME" ), "east/2015
ch4 training images™)
}
if __name__ == "__main__":
for image_lib, image_path in image_libs_map.items():
10 n=20
] with open(”image list_|]”. format(image_lib), "w") as image_list:
for root, dirs, files in os.walk(image_path):
for f in files:
! if n >= max_image_count:

I
1
1
15 break
|
|
|

if f.endswith(”jpg”):
image_list.write(join(image_path, f) + "\n")
n=mn+1

B 7.37 EAST B{ib4R¥EdE 4

#WEE N MLU, BI#RTE MLU 247 clean 54 4 pb HIAFE 1555/ device i5F:, 1217
B AR 4 B33 A T B B £ TS AT 5 & sorigin WIS AN pb —FER R & 45 .

4, P77 4 python fppb_to_intpb.py ¢ B! & X 52 %15 3] east_int8.pb.

SER CPU M PHERE Jo, #2 FOR G Z85 R /2 DLP b, EUIPRICHERE L. by 84T H
TR 7 S FE S TS i DLP HEFLRSAE 250 DLP B #R b O 2 5% i T EAST
[, R 7% 2% MODEL_PATH 457 5| east_int8.pb, THAT 75 3 A4 g 4

Jrun.sh 16 MLU270 int8 100 1

7253 BANGC {¢hescIip

L. it s
{E1# Fl BCL 1t Split+Sub+Concat & 5 T %, 7225 [ LR BCL i &

(a) AEWEALFE (K5 Y :GDRAM,NRAM,SRAM H [t —Ff

(b) fAERLF Kds 17 i 5): GDRAM,NRAM,SRAM H [ —Fh

(c) A~ Core #FH —He Fy _EA7-£if 75 (7] NRAM, HLK/N29°A 512KB

(d) B4~ Cluster LBl —He SRAM, JL K/ 2MB, Jf H A2 (TS A RE  #F SRAM [ fil

JUNION1 £ %5 FI 8RR 55 A #F SRAM i{5 UNION2 LA FAE% A4 £ SRAM
A

TRUER T IEF RSO T, 75 Z 5 LN TR R A 77 1)

(a) XA FdE AL A A74E, et NRAM B H

(b) MTEEHEME AR SHWGEE, od KEIEES
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[ model |

output_tensor_names = feature_fusion/Conv_7/Sigmoid:0, feature fusion/concat_3:0
23| original_models_path = IhomcfCambri.con*MLUZ?UImodalsftcnsurf]ow_mud:lsﬂ'eastfeast.pb
24| save_model_path = /home/Cambricon-MLU270/ models/tensorflow_models/ecast/cast_int8.pb
25| input_tensor_mames = input_images:0
[data]

[preprocess]
mean = 0, 0, 0

3| std = 1.0

4| color_mode = rgb
5| crop = 544, 544

6| calibration = east_preprocess_cali
[config]

ol activation_quantization_alg = naive

10

I1| device_mode = clean

12

13| use_convfirst = False

14| quantization_type = int8

15 debug = False
6| weight_quantization_alg = naive

15| int_op_list = Conv, FC, LRN

1o channel_quantization = False

2%| mum_runs = 2

B 7.38 EAST EfLEE 0

(c) ol ZEIF  CHEEFSRD) KT JELLEFRGR ;7 2R
(d) Fear Al G a5 SR AR A0 48 Al G PR DL AL IR I, bl 02 B O3 4 ik

2. Bt R

PG, FRATT T B M N B (A, 38 i T YRR R AT AAL B4 Netron £ 75 PB R,

AT LA 52 A P 28 K Y () 258, FE7E DLP MLU #7372 9, $TEIHY input_images f9%

HAERE A (1,672,1280,3), RBlI /2 Split ()% A 4EE;

T BCL A ] A B0 25 7 A Half 2579 (5 8% 2 45, v BLTE S i A R 1x672x1280x3x2/102:
TEFR R 22 FEAT SO, B 5085 20 He 254 core, L NRAM 4 5040/16=315KB,

7E 512KB PR HI A ;

{i ] BangC S8 Split [ 5, 75 By &, i A B (142 80E NHWC,C 77 7] (1) s A2 1%

R, W SAE C F7 T Split, W 2505 B o8 NCHW, 8i# (1] bang  maskmove

FKHEAT Split, F 2218 Sub, BXFEL 8 N5 RER BCE NRAM 4 . 1 B¢ 7 i 1) g i 2



7 W G

{1 bang_cyclesub, % C J7[A#47 cyclesub, 4 #4445 | Split A1 Concat ¥4, K AHE
R, B> NRAM 46T SRS AR I an ) 7.39 7w

B 7.39 SBC BITHE

N EAE 740 ARS8 T b AT U A, 41 Split+Sub+Concat S H T HIE /44

__mlu_entry__ void SBCKernel(half% input_data_,
halfs output_data_ ,
int batch_num_)

& 7.40 Split+Sub+Concat &3 HTEO

input_data_: it A AF TS ECHE M 3L
output_data_: i H H A7 0 r At
batch_num_:Batchsize [ H{ .
3. BT
ARSI 43 D9 P 20 Kernel BRELCSEEL ) .mlu A1 enrt SEHL .o

7.2.5.4 Tensorflow BTN

AT W fa) s S ) BANGC kernel #6505 B & Tensorflow, A EAST #5111 Split+Sub+Concat
GIFE L BIMLU J7FE 25 NPT LA ER, B BR AT 7R K Fe

1. CNPlugin %ii¥

LT R ,CNML J8 3 PluginOp AHOGH: DR 7 P A X EtERtEC T H 1
PrETAE (SRl E D bl Bk, £ 58 H Split+Sub+Concat 5.1 & J5, 7 LA
FIH PluginOp A1 5GHE M1 258 7 H AR 4 1 (3 E4A4E PluginOp 6. i
RS LD | SR P B e U F RIS TR R FE O 5T — B r g FE 3 L R
G

174345 H T PluginOp 432 13285 (1) 43 7 1 A0AS, 32 26046 Create.Compute 1l Destroy
=R R ) B AR SR,

-creat FREL:
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1 define HWC SPLIT ((((HEIGHT*WIDTH 6) ) ALIGN SIZI ) % ALIGN SIZE)*CHANNELS
fine ¢ LS
I 672
4 . \ H IR0
ALIGN SIZE 64
6 define DATA COUNT ((CHANNELS) x (WIDTH) = (HEIGHT))
8 |
)
10 __mlu_entry__ void SBCKernel(half% input_data_ , halfs output_data_ ., int batch_num_){
1
12 int batch_num = batch_num_:

14 // struct timeval start;

15 //struct timeval end;

16 // gettimeofday(&start , NULL);

4

18 __nram__ half split_sub_concat[HWC_SPLIT];
19 _nram__ half tmp0[192];

)| REZ: T

22 int core_loop = 16 / taskDim:

24 (4GB # cycle_sub mask

25 for (int 1 =0;i<192;i++){

2 tmpO[i%3] = 123.68;

27 tmpO[i%3+1] = 116.78;

tmpO[i%3+2] = 103.94;

}

i

31 for (int i = 0; i<batch_num; 1++){

32 for (int j = 0; j < core loops j+#){
33 1B 9 B A4 Core ] NRAM

__memepy(split_sub_concat input data_ + (j = taskDim + taskld) =
HWC_SPLIT + i # DATA COUNT,HWC_SPLIT#sizeof( half) ,GDRAMINRAM) ;

35 //eycle_sub {8 # split+sub

36 __bang_cycle_sub(split_sub_concat ,split_sub_concat ,tmp0) HWC_SPLIT,192);
37 1/ 4 iR PP 4% T EIGDRAM

18 __memepy(output_data_ + (j * taskDim + taskld) % HWC SPLIT + i *

DATA_COUNT ,split_sub_concat ,HWC_SPLIT*#sizeof ( half) NRAM2GDRAM) ;
30 }

40 __sync_all():

43 B e

14 // gettimeofday(&end, NULL):

45 //uint32 _t time_usec = (uint32 t)end.tv_usec — (uint32 t)start.tv_usec;
16 // printf{"Hardware Total Time: %u us'n”, time_usec);

a7 //printf (" batch_size: %d us‘n™, batch_num);

18 {/printf(Tcore_num: %d us'n”, taskDim);

7.41 EAST BANGC EFHL

-Compute PRAL:
-Destroy A%
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H T MHE tensorflow/core/ops H 3% 48 EX 71 Op 1M SC A4, % T Split+Sub+Concat
HHEF, £ math ops.cc FyEM. @1P7.45,Split+Sub+Concat & 35 AL & — A
1 input F1— N5 H T A output, F A H D EER RIS H T FoR BN i S
BRI —F Hoh Atte( “Titype” ) Fon T SUVFRIEHE RN type, A2 Ten-
sorFlow SR T A7 Hdis S8 A,

. MLUIib

MLUIib JZ F %24 CNML HI CNRT 4 [ [ 5 2%, %5 7S 1E tensorflow/stream_executor/mlu/mlu_
HFE T, i ZEE M2 MLULIB Z2515 5] ] TensorFlow Ak 3CE, HETHAEH T ten-
sorflow::Status 28 75 {f 50K [B{H AL HE . s h0 Split+Sub+Concat & H 5 F 75 B4 iZHFE

() mlu_lib_ops.cc £l mlu_lib_ops.h SCAFHEATAE LA, An 4TS B 7.46 T .

. MlUops

MLUOps Jz &= BIE A A MLULib JZd 357 (1) APT 58 BOSE 7 K SC 3L, AU SCAHFE ten-
sorflow/stream_executor/mluw/mlu_api/ops ', 4275 H 3¢ F I mlu ops.h SCAF R IbHr
2R, 7 4THTR.

[, i — A sbe.ce SCFRIEIN Split+Sub+Concat £ 51 F A LB, Hh
Creat J7i2:#1 Compute /52, U 7.48f 7.

Create J7 ¥ [FIHR T 25 01 2 #7 1) baseop #5 %] 11 H] base_ops_.push_back(op_ptr); fifi {7t
Ke:Compute F77EFIHRTTE T AT lib J2 1 compute pRAECHAT TR, H A7 5T 520 N [H
A, R T 9 SyncQueue.

. MLUStream

MLUStream )7 157 MLULOps 57211 S0 £k, H4% 4R 2 S TE tensorflow/stream_executor/mlu/mh
. Al U MLUStream 2 (950740 09 2 2l FIRERCE T 50651 X T Split+Sub+Concat
HHE TR KB T EHERE .

I PRI SE 32 LL R =A% MLU 55 R AT A 4 A 2K 3 OpKernelContext;MLU

IR A Y 2005 OpkernelContext R4 7 — #;;MLUTensor 1] BA%# Cre-
ateMLUTensorFromTensor 61z, Bl MLUTensor HIFER . #dE 2% 5 TensorFlowtensor

—H. npE7.49

. MLUOpKernel

MLUOpKernel JZ 1 567 -4 S8 3, H487K | OpKernel 25, HAl A /7% 5 OpKernel
FEAR— B AT MLU 5733 75 2900 K1 i 30 5 ComputeOnMLU 5% . MLU-
OpKernel LI F e fF 28k A . SHUCRE . Ty b R HEWT A% HH 9 Ao id s M
H MLUStream JZ4% N 58U 7115, 7 2E4E cwise_op_sbe_mlu.ce SCHFHEAT AT
cwise_op_sbe_mluh SEHL. 76 FE22R17.51 F QAL 43 il w1 3 DU AN AN A ) 20 9

. BUILD A T i 57 T & A TensorFlow HY, 2 P4 75 27 tensorflow/core/ker-
nels/BUILD HZs Ll F 15 &.
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7.2.5.5 DLP#{T

72K BCL SEHLIY) Split+Sub+Concat & 51 iIh 8 B HELL f5, 77 B ol AT 58
FIF int8pb AT FE AR ch 38 i1 Split+Sub+Concat 15 5L 1, 1% 25 0] DUE F i FEREZE 4 7
BT pb 5 pbixt A B4 T R ST BAKAE pbxt HH Split+Sub+Concat 15 £17.52%
#eJ5i 4 Split. Sub. Concat 17 117.53

7.2.6 SEIGVEH

ML E PSR A SES, EAST S2U6 A ME FERAIG, DRIUEAERE REr N 1.0, 22 44T
14 1.0 Fe LUAH R 115497

o 60 rbnifE: SEH BANGC H TR0 5 CNRT MK, CNRT AR ZERHE T 30ms.

« 70 ZrkrdE: 7E 60 43 f 3L 52N TensorFlow 54 K, B55 cnplugin 4285 Ten-
sorFlow 14 i¥, 5eh pb AL SRR . AT ISR AR, 12005 IR RUR E 512
TR ZEAE 5% CAPY, HAERFAS TR A B e .

o 80 srbndfE: 7E 70 3 AR L, BT I BEA T, 48 S A AR B S s TR 2= TR
1% LA, HIER &0 T R4 10ms.

« 90 bR 7E 80 A IEEAE B, PUATINRARS, 1EXUE RO E SE 0T R 2T
0.1% BAA,  HAER 2040 T R da A 2 25ms.

« 100 srtnifE: 75 90 ZrI3EEE B, BUATIRSEIAK), 120005 B RYRS B TE ST e 4= —
2, Hiesf 2=/ T RERIPER 40ms.

727 SCIGREE

1. N4 BCL 51 #H Lk Split+Sub+Concat CNML FL57F 4 2 5 A 42
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#include
#include

"macro.h"
"enrt: h*

#include "utils.h”

#define
ftdefine

CHANNELS 3
HEIGHT 672

#define WIDTH 1280
#define BATCH_SIZE 1
#define DATA COUNT ((CHANNELS) # (WIDTH) =* (HEIGHT))

using namespace std;

typedef unsigned short half;

extern "C” {
void SBCKernel( halfx input_data_ ,half+ output_data_ .int batch_num_, int core_num_

)i

int

main() |

const

int

data_count = DATA COUNT+*BATCH_SIZE;

int batch_num_ = BATCH_SIZE;

int core_num_ = NUM_MULTICORE;

const int channels_ = CHANNELS;
const int height_ = HEIGHT;
const int width_ = WIDTH;

UNIONgg#it 7

switch (core_num_) |

param
create cnrt Notifier

hardware Lime
cnrtPlaceNotifier ( Notifier_start , pQueue):
CNRT CHECK(cnrtlnvokeKernel V2 (...)):
cnrtPlaceNotifier (Notifier_end , pQueue);:
CNRT _CHECK (cenrtSyncQueue (pQueue)) :

gettimeofday(&end, NULL):;
float time_use = ((end.tv_sec — start.tv_sec) * 1000000 + (end.tv_usec — start.
tv_usec))/1000.0;

printf("time use: %.3f ms'n™, time_use):
float* output_tmp = (float*)malloc(data_count % sizeof(float));
data

FILE#* mluQutputFile = fopen(”./ mluoutput.txt™, "w");

for (int 1 = 0: i < data count: i++) {
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1 cnmlStatus_t cnmlCreatPluginSBCOpParam (
enmlIPluginSBCOpParam_t s#param ,
int batch_num_

M

5 sparam = new cnmlPluginSBCOpParam{();

[ (*param)->batch_num_ = batch_num_;

§ return CNML_STATUS_SUCCESS ;

] cnmlStatus_t cnmlDestroyPluginSBCOpParam (
12 enmlPluginSBCOpParam_t sparam

13 ) {

14 delete (#param);

15 sparam = nullptr;

1 return CNML_STATUS_SUCCESS;

& 7.43 CNPlugin %03k 308 0 F e

1 cnmlStatus_t cnmlCreatePluginSBCOp(

int input_num = 1;
6 int output_num = [

void#* InterfacePtr;

9 InterfacePtr = reinterpret.cast<void#s>(&SBCKernel);

" cnrtKernelParamsBuffer 1 params;

14 enmlCreatePluginOp (...);

16 enrtDestroyKernelParamsBuffer (params);

17 return CNML_STATUS_SUCCESS;

20 cnmlStatus_t cenmlComputePluginSBCOpForward (
)

24 cnrtlnvokeFuncParam_t compute_forw_param
26 c.l.ll.'nlCumpuIePluginOpFurward_V3 (...):

28 return CNML_STATUS_SUCCESS:

&l 7.44 CNPlugin EFHEM
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REGISTER_OP( "SBC™)

Input(Tinput: TT)

. Output (" output: T7)

CAttr (UTitype™)

.SetShapeFn(shape_inference :: UnchangedShape);

B 7.45 EAST EFiM

tensorflow :: Status CreateSBCOp(MLUBaseOps##* op, MLUTensor#* input,
MLUTensor# output,int batch_num_) |

MLUTensor# inputs_ptr[l] = {input};
MLUTensor* outputs_ptr[1] = {output};

CNML_RETURN_STATUS( cnmlCreatePluginSBCOp(op, inputs_ptr. outputs_ptr , batch_num_)):

}
§

tensorflow :: Status ComputeSBCOp(
MLUBaseOp#* op,
void#* input,
void* output,
MLUCnrtQueue# queue) |

void# inputs_ptr[l] = {input};
void* outputs_ptr[1] = {output}:

CNML_RETURN_STATUS( cnmlComputePluginSBCOpForward (
op, inputs_ptr, 1, outputs_ptr, l,queue)):

tensorflow :: Status CrealeSBCOp(MLUBaseOp*#* op, MLUTensor* input,
MLUTensor* output,int batch_num_);

tensorflow :: Status ComputeSBCOp(
MLUBaseOp* op,
void# inputl ,
void* output,
MLUCnrtQueue* queue):

7.46 EAST MLULib B

DECLARE_OP_CLASS(MLU...) :
DECLARE OP_CLASS(MLUSBC) ;
DECLARE_OP_CLASS(MLU...) ;

7.47 east-mluopsl
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#if CAMBRICON_MLU

namespace stream_executor §
namespace mlu |

namespace ops {

Status MLUSBC:: CreateMLUOp(std :: vector <MLUTensor *> &inputs ,
std :: vector <MLUTensor *> &outputs , void #param) {
TF_PARAMS CHECK(inputs.size() > 0, "Missing input”):
TF_PARAMS_CHECK( outputs.size() > 0, "Missing output™);

MLUBaseOp ®op_ptr = nullptr;
MLUTensor #input = inputs.at(0);
MLUTensor #output = outputs.at(0):
int batch_num_ = s({ints*)param);
MLULOG(3) << "CreateSBCOp™

<< ", input: " << lib :: MLUTensorUtil(input).DebugString ()
<< ", output: 7 << lib:: MLUTensorUtil( output).DebugString():

TF_STATUS_CHECK( lib :: CreateSBCOp(&op_ptr, input, output, bateh_num_)):

base_ops_.push_back(op_ptr);

return Status ::0K();

Status MLUSBC:: Compute(const std::vector<void #> &inputs ,

const std ;ivector<void #> &outputs, cnrtQueue_t queue) |
void #input = inputs.at(0);:
void #output = outputs.at(0);
TF_STATUS_CHECK( lib :: ComputeSBCOp( base_ops_.at(0), input, output, queue)):
TF_CNRT_CHECK( cnrtSyncQueue (queue) ) :
return Status ::OK():
i
} )
} i
I esp )
#endif \MBRICOI
B 7.48 east-mluops2
Status SBC(OpKernelContext® ctx, Tensors input, Tensors output,int batch_size) |

return CommonOplmpl<ops : :MLUSBC>(ctx , {input}, {output},static_cast <void#>(&
batch_size)):

K& 7.49 east-mlustream




#ifndef TENSORFLOW_CORE_KERNELS CWISE_OP_POWER_DIFFERENCE_MLU_H_

#d

efine TENSORFLOW_CORE_KERNELS CWISE_OP_POWER_DIFFERENCE_MLU H_

#if CAMBRICON_MLU

namespace tensorflow |{

template <typename T>
class MLUSBCOp : public MLUOpKernel {
public:

explicit MLUSBCOp( OpKernelConstruction* ctx)
MLUOpKernel( ctx ) |}

void ComputeOnMLU(OpKernelContext# ctx) override |

if (!ctx—>ValidateInputsAreSameShape(this)) return;

autox stream = ctx-—=>op_device_context()—>mlu_stream();
auto® mlustream_exec = ctx—>op_device_context()—>mlu_stream ()—>parent();
Tensor input = ctx—>input(0);

const Tensor& a = ctx—=input(0):
int batch_size = a.dim_size(0);

MLU OP CHECK DIM( put i s trérm Skecll cix)

string op_parameter = ctx—>op_kernel().type_string()
= /" % input .shape().DebugString () :
MLU_OP_CHECK_UNSUPPORTED( mlustream_exee¢ . op_parameter, ctx):

TensorShape shape = TensorShape(input.shape()):
std ::coud shape Shd i1
it tH K 1188, il A A7
Tensor® output:
OP_REQUIRES OK(ctx , ctx—>allocate output(0, shape., &output)):

b MWL UStrean

OP_REQUIRES_OK(ctx , stream->SBC(ctx , &input. output,batch_size));

#endif CAMBRICON MLL
#endif FENSORFLOW CORE KERNELS CWISE OP SQUARED DIFFERENCE MLU H

B 7.50 east-MLUOpKernel
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namespace tensorflow |

#1f CAMBRICON MLU

#define REGISTER_MLU(T)
REGISTER_KERNEL_BUILDER ( Name( "SBC™)

. Device (DEVICE_MLU)
.TypeConstraint<T>("T"),
MLUSBCOp<T=>) ;

TF_CALL_MLU_FLOAT_TYPES(REGISTER_MLU) ;
#undef REGISTER_MLU

#endif

H

B 7.51 east-MLUOpkernel2

node {

name: “concat?
op ;" SBE”
input: "dinput_images”
batch_aum_: 71"
attr

key: T

value {

type: DT_FLOAT

A 7.52

east-pbtxtl




node {
name: “split/split_dim’
op: "Const”
attr {
key: “"diype”

value {
type: DT_INT32
|
|
attr |
key: “value”
value {
tensor |
dtype: DT _INT32
tensor_shape {
H
int_val: 3
H
}
}
!
node {

name: “concat”
op: "ConcatV2”
input: "sub™

input: "sub_1"
input: "sub_2"

input: "concat/axis®

attr |
key: "N"
value |
iz 3
H
H
attr
Ly T
value
type: DT_FLOAT
1
i
attr {
key: "Tidx™
value {
type: DT_INT32
j

7.53  east-pbtxt2
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7.3 BARIES A IE-BERT
7.3.1 SEIGEHMY

ARSI T B S RCRE AR TE AL BRI AU M SV ——BERT W25 #2121 8 gE AL BE 4% DLP
b, JFREATEEREIRAL S LU, AT T LA B DLP AbEE A 52 R 5 B H AR AR 55
Uk, ASEEG A F 2 H R

1. JE i R Regn A2 15 = 58l BERT #1784 b 1) BatchMatMulV2 51, RN ERE G e
B S E TR AR

2. BITTE TensorFlow F I KH T, SEIRTE TensorFlow HEZE d s N & 501 1) 77 i

3. Wi TensorFlow BEATELRHERE, *ER{HH TensorFlow %5 H A4 il FH - 75 8t
B DLP b TR T7 155

4. it 5 BANGC KE 7Sl b, 442 DLP #Ek GPU #1 CPU HIE .
SEZG IRF TR P T A S

732 BENEA

7.3.2.1 NLP I'48

SR, NLP ) H br e Al i L s AL # A SRR B ARE S . % WA NLP i) @ — i
AR, FE RS, XMIERG, MAMERNCATKE. 5 Mr 5 Rl ik
FEANTE, NLP AR BITR L2 o) SR B G T A Z I R P 51K R

Hr A ) & #5045 42 (Stanford Question Answering Dataset, SQuAD) A& —Ff ) 152 B A %
it W TAE N mAES 4 Wikipedia 3255 E 32 R 1] BREE A, e P A A Il R 250 SO 0] 2 5]
(5 R BTN Rt 2/ N T STF 1 N b s SR T < TP T e i

James Bryant Conant led the university through the Great Depression and World War II and
began to reform the curriculum and liberalize admissions after the war.

A XS N ]

What was the name of the leader through the Great Depression and World War 11?7

FEN 2 I A

James Bryant Conant

7322 NLPEREX. [RIE

1. LSTM % T LSTM MR #, Rt E /KRG BhOgqgmnd. Ha2E7e
P HRZE 2 (RNN) [P 2461 B, ¥ RNN (152 )2 5 70 LSTM(Long Short Term Memory)
FCRAE, (EHAERE ERIN EE, R RIINR . FHACT SR 4
2, PRI NS LGS S EE S, AT RUEE P RIEE . A H AU L )
Rk, TEI R R 25 (1) S - RO VR N &, AR BT B 7.54FR .
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Py — —

P ) - —
(o) Cw \]' (o) C/w N [ \
AN - NN N A L/

e T
IR NN 7N N
ST R L e T e e R
// \._ - ] . 4/‘ \\__ \\__ ‘,/

¥ + 3

i " I
TN N N ~
X [ox % [ %
N N . AN

B 7.54 JEHHEREEHE

2. Attention Attention /& — ] THE 4T RNN (LSTM 8¢ GRU) ) Encoder + Decoder
L RINEy & S0 p e P R 1 /S b b = WA 1 1| e 5 O 11 B2 T P SR e 3 = S
WEE U, BEARIE (Image Caption) S5, Attention 2 Ft LASZ 30 1 J5 R 4 - 3
BRI T T X HE R RE T, B, AENLASEEVE. SR R R s S a) e A
AN T AR BCE, {2 I 28 BB TR f 2 2] AR A9 TR N R 36 “Csoft). HAAOMIR, R
IR AT LS R4 i N B REAS &5 43T AN 5] AR, il B HE SR ot B J B {5
B AR A AR AT, [ B AN 2 X R (4 SRR it e ok B K RIS

XM Seq2Seq FEHY, HIEH FE GBI Bt (Encoder) %0 A % it B — ™[ 52 IO
FE, XFE AR AN R AT SRR . BIAIERE = 5o HON A B
AN TCE KT A A PR, iR B A AT R R TR L] — o R ] DL et )
R, o N IR g0 R TR OO e S e R S R, R TR 2R
AN TeER H b % 70 2 AR R
i LR R U AT 4 AV 280, 5 LA soft Attention £ Hard Attention; Global
Attention FI Local Attention: LA Self Attention 55 . 1 Self Attention 4 Transformer
(R Sy, s fa B ARt A 2H
Self Attention 15 1% %t ) Attention HLIIA R 1501 Attention 41 b BT ik & & T4 A i
Ak H i B2 O TS Attention 117, 75 31 1 25 B S IR 1 BN A 5 H Ar i B4 1]
Z AN K 2 o 1T Self Attention 273 w6 i A i L 5 th o B S i EAT VF 5, S
s A 3 1 S ) ) ] AR OC R s SRS PRI A3 73 31 1 self Attention HIIA
Sl i um 3 2 Attention HY, HHLEHT N di AL HH S i) 5 ) 2 ) R AROC & o [RIHG Self
Attention &z £415 213 B P A S5 S RIS &, 5 B Srinl 5 i 2 [H]
ffcsioe &, HAAREG TARGNES P

3. Transformer @1FE 7.5507~, H4aSE05A (inputs) A SR EHREE, RS54
fiii N (outputs-shifted right) X} N 3 4 (FR % .
% K2 % Seq2Seq 1A —4F, Transformer t243 4 Encoder Fl Decoder /™43 £ 1k
CH3 Rl R 7.55 5 B A =380 93 FIAT =393 )

X+ Encoder K15, H i 6 MNHHIEM Layer 415k (B N=6), &~ Layer X H > Sub-
Layer #411%, 43%1)/2 multi-head self-attention mechanism Fll fully connected feed-forward

network, LA Sub-Layer i3 i1 1 Residual Connection il Layer Normalisation .
% T Decoder #i5, FL7F Encoder (34t I, #9001 %i%M Attention Sub-Layer. 1%f
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JEFIRS G T Mask $#:4E, LR CR FI000 56 1 N7 B ORT DUREE 2 07 i (R
SREALBIA KRG R o AENGRR AN Encoder FO%H, UL 4D 35 4 N X R F
WA CRARINAWEE 060, TR RIEAAEER, Kbl gt #2)2 ar LU 4T
(F). 7EHEHERS, Decoder % ground truth fE %I, HEmARE F— A0 &% H,
WA A T IR B AT, KA.

QOutput
Probabilities

Multi-Head
Attention

AT & NOm Jemy
Masked
Multi-Head

Attention

|
Add & Norm
Multi-Head

Attention

LN Z, LN J
(S —
Pasitional ®_@ Positional
Encoding 3 Encoding
Input Dutput
Embedding Embedding
Inputs Quiputs
(shifted right)

B 7.55 Transformer Z5FE (1)

M 7.55F11E] 7.5611 45849 78 B AT LA B, Encoder #1 Decoder 42 28 % 4~ Multi-Head
Attention #L7CHI B, 175 Multi-Head Attention 57T H1 2 AN 45 ¥ I LLH Scaled Dot-
Product Attention B 7040 Bk . Self Attention t2J&7E Scaled Dot-Product Attention 76 5
TSEEL, o E BT, S0 AL A M 2 AR e 2 53 3 Q. K. V (Q.
K. V&SRB ). SREE Q Al K i dot Product e, 53 F% Aid Ltz
BRI C 2R,  RE 2R RS AR (scale) . ##EfYS (Mask) Fl Softmax #1E, 435
Z411] Self Attention Hilf. JrREFTIEWM T, HH key(K) BEME R IGERE B oo,
value(V) {UER - MEE P ICZ A R, Q N outputs-shifted right #4540 H

T

. QK
Attention(Q,K,V) = so ftmax
(Q ) S ( N

W

. BERT BERT {45~ Bidirectional Encoder Representation from Transformers. -+ %]

| Transformer [¥) Encoder #75, Jf H AT XA [ Block ¥4, 5 Transformer fHLE, A
AR ETE A) 2 BT AE S, B SRIEIACKRIE S . KW EmE 7.570xR.

Pl e fR B 8 B 40 M N R N (Embedding) %7, H i =457 [¥) Embedding >R F17f
i, 434 Token Embeddings, Segment Embeddings P\ A Position Embeddings. Token
Embeddings #2458 i A A 54~ S0 2 (117 [7) B 46755 ;. Segment Embeddings F > [X 231 A
(%) i} J5 P91~ 15 7] ; Position Embeddings 7% X 55 Transformer #H[A], {H Transformer {3 H



7 W G

Scaled Dot-Product Attention Multi-Head Attention

T T2 | Tn
Trm 'I’rm : { J'I'rm
- i e
Trm Trm Trm
- = o e
E1 E2 En

E 7.57 BERT &HE

KRS M =M RS E B E A, 1 BERT @i g S 23000 . B 7.57h 46—
B EHES R F BN — N 0 2 AT N B Embedding R7w . 'R Embedding 4
A2 Transformer [)%if% (Encoder) %45, H- Encoder ¥ 47 % Multi-Head Attention Hf
1T Mask #:4F, X & BERT GEFRHCEIN A5 SR N . 225 £ )2 53 561 Transformer
AN B4 (B 7,57 IR EHE A 73

TEYIZRI, BERT & N0l 2 F1E% . % — 4711 %~ Masked Language Model,
L LR AN 0] 15% ], BT SORMII,  E TR K ek s R
T BOER TS A L E . B T 1T 55 A Next Sentence Prediction, 1] AEE fig faj 5
53 AR 55, PRI AN B A 2 5 AR R &R .

55 AU 2R A A7 iR ), BERT 13 AR B HAT %45 T 7 AR 7. mr
7.580 7, HIW] LG BERT AMIE & {6 B SO 25, P PR 585 WAL
%, M TIE RS FEMRE MR NGRS A5 AN R . AR, &
MI5E R M B RGNS, XN NEE 7.5841) (¢) &7

7.3.2.3 BatchMatMul EF

BatchMatMulV2 57/ BERT #8482 () — e fl,  HoE BT P s At SR (1 ¢

fE, HA XA ATk & 1) shape ATREA 8L, [MILILH [ # BroadCast #4F, Hi&H P
ZHOTXS PIA RN T B AT SRR ) 51

BatchMatMul V2 [¥1fi A% 1
Arguments: x: 2 #EECH m4ERE, Hii A\ shape 2N [...r_x,c_x]y: 2 4EBH = 4ERE, i\ shape

Aol _yic Y]

Attrx: adj_x: 244 True B, XN x AT ILEER 6], BRIAN False adj_y: 424 True i,
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e R G

pif

o
BERT
ELls - [
i '|.f’]|'"»‘.'i'} |_-:_-~_

Singie Santence

RTE. SWAG

(c) Question Answering Tasks: (d) Single Sentence Tagging Tasks:
SQUAD v1.1 CoNLL-2003 NER

& 7.58 BERT Fine Tuning

XN y BEAT AR ], BRIAY False

Return: Output: % [4] 3 4EE S S48 S (5K =, il shape A [....r_o.e_o]

AT BatchMatMul 57 (19 X 5 4£ T BatchMatMulV2 3 £F batch /2 [ /) broadcasting
k.
733 SEWIfEE

ARSI Bl B A1 S MR A B S e SR G St R, SRR & 22560
8.
734 ZLHWAR

1. BERT fill4y: (nik): ilid Fine-Tuning [ /720, #F— LA, H AT DLP
AT FR N, ST LUE R CPU B GPU 58 M B (1 s I 25 T/, ] Bl
MR AL T — 2 5056 .

2. BERT DLP #4d: 1% BERT M4 S48 1E DLP ', {7 iR E1Lk, config %8 5.
3. BANGC BatchMatMulV2 51528 5 4 .
4. 435 EE CPU PEAE . MLU A8 (BatchMatMul V2 ji 4 CPU Fit4), MLU 4 f¢ (Batch-
MatMulV2 {4 [} BANGC S2H). BERT K5 M4 fE .
735 LW
7.3.5.1 BERT Zill%

BT BERT R EEHE 7 I ZRimy, 7EfeRe sfm 25, 75 BRIl 25 .
756t GitHub ', FIHCTHE:  https://github.com/google-research/bert.git

SN, 20 A PR R AN R AR . EiX B, FRATTESE SQuAD 1.1 1%,
B #9551 T 2% Bert-Base(Uncased, 12-layer, 768-hidden, 12-heads, 110M parameters) 58 L
K¢ train-v1.1.json. dev-vl.1.json H4i %k .
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AT AR A4S, {E CPU 8k GPU M rh#E47 I 25, JRIIERS FE

export BERT_BASE_DIR=/path/to/bert—-model/uncased L—12_H-768_A-12
| export SQUAD_DIR=/path/to/dataset/squad

‘| python run_squad.py \

! —vocab_file=$BERT_BASE DIR/vocab. txt
—bert_config_file=$BERT BASE DIR/bert_config.json \
—init_checkpoint=SBERT_BASE_DIR/bert_model.ckpt \
—do_train=True \

—train_file=$SQUAD DIR/train—vl.l.json \
——do_predict=True

10 —predict_file=$SQUAD DIR/dev—vl.l.json \

1 ——train_batch_size=12 \

1 —learning_rate=3e—5 \

1 ——num_train_epochs=2.0 \

14 ——max_seq_length=384 1\

15 ——doc_stride=128 \

1 ——output_dir=/path/to/squad_base/

I
I

%) python $SQUAD_DIR/evaluate —vl.1.py $SQUAD_DIR/dev—vl.1.json /path/to/squad_base/

predictions . json

7.59 BERT Fine Tuning

PATTE FIRTRA IS, S FTEIA R 5 RS EE : 2f17: xxxx, Yexact_match”: XX.XXo
H TR MRS 10 A B X EAFRIA PR, MEAARERE LD, PERE T
FEVNZRIFTIARE, 7ESEPRICIGFY B r] L4 DLP 220 0 I 2R Rk A7 HE R S50

7.3.5.2 BERT DLP #1&

N T K BERT M 4EREFE DLP B I, 55 SO0 A AT 2 2 s it . 52 iTgRE
SEEGAL, TG T BN DLP & @R config Bl B, UGS FEM BRI BT BALERME. AT
T fEHER, AR R A run_squad.py SCAEHIEIN T checkpoint LAY pb BRI IEAE, LLitk
TR S SRR AR R o il B4 RS O s 2 B 7.60 TR

M EPETPARRE I, 74 checkpoint FAL L pb FHUET, BT checkpoint £ x0ANEL 43
R EER (SR, P EARE B e AL session SE) A& I &5, AR )5 I EAH RL A B AR 4]
Uik . "EEE TR T A8 B (variable) ¥4 % B (constant), $5 5 Hi H T AU B
TR . 28R BT pb BEALHE LE AR DR 1 S5 59 sAH DRI 9 s ARG T
FE R BT (et B AT BYRL I ERAE, JF BRI E SRR AT A AR, b
P 1 HERER 1 B .

TERCE DLP #1217 config I, 471 1 optype black list ¥, £8idiZ it E 20 B
A HBIBATAE CPU TMidE DLP %45 B nl LUK 28 DLP S FR(H tH T M RERS B B A 2
SKRIPF-F B $ATE CPU L.

AT RACRS, AT T RE SR IR, ARIRSEIIESE INT16 fENRILKEE. &
ST HC E SO bert intl6.ini (%05, FRE3AT DLP $2 {5 [F B LA fppb to intpb.py 75
FIEAL SR, 7Ei1%5:06 %, DLP 226 MatMul. MLP. BatchMatMulV2 54 1{E &1k
INT16 K5, HE 15 AR BL FP32 8¢ FP16 MK LT E R . B AAas i 7.61 FR:
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7.3.5.3 BatchMatMulV2 BANGC {X#33CE]

6% DLP #648f5, HEFRN 2 &3 DLP ¥ i A~ 32 fF BatchMatMulV2 51, B+ BERT

HPAEAE KL BatchMatMulV2 $24E, R02 5L CPU RIFIRITHE, &4 mF ki 2
B R AR T RE. 0 T RDZIRE, AT T BatchMatMulV2 51 BCL 53, 163
N B [RIIN L INT16 58 v SN i 28 42 i 2%

222

1. %1t HAR{d ] BCL 38 BatchMatMulV2 557, H:LL enplugin 35255, {HESE B4

AR LR 2 BN RS BT Ay
s NFEFE 12 input_O[dim 0, dim 1, m, k], fp16; HiAMFE 2: input 1[dim 0, dim_1,n,
k], fpl16: Hti4EF%: output[dim 0, dim 1, m, n], fp16

- BT RS RS B A A ) B AR S A REAR AP AT MLU BFEFRIZ SRS, A ik

THE I BETRR 2 R AT MatMul, AR R 278 84k 78 U5 45 L4 wram =5[], £ H]
_ bang_conv f5 4 AT THEL. RO 22 SR B EUR Sk T HFE SRR, B LARRY
Hon, ci, co RITHIIERIE S5 RE, X5 TTm n, k BTN N KRE: m — n_;
n—co_; k—ci_. Hn_xci_ RERIHEN, ci_xco HNEMIT filter, n_Xco_
NG .

3. PRI

* _mlu_entry__ void BatchMatMulV2Kernel MLU270_half ():
AN TRREL, FEH T IR NRAM, WRAM fil SRAM )75 8], i )/j dim_0 ! dim_1
PEARHEATER,  FH A int matmul wrap BREGHAT I, HEESHUT:
void* left_ddr: GDRAM Ff/2 5if
void* right ddr: GDRAM | {45 46 [
void* dst_ddr: GDRAM _L-[¥J8 H H0
int dim_0: ANLEME, Fo A5 R B — 4
intdim_1: FWAZERE, SRR Yk
intme: FOANHERE, FOHIRE S =4
intn: FNZERE, A7 PR S PO 4E
intk: HUANZERE, AGEREHISSVULE, A7 RE DS 4k
float scale_0: /o1 &4k scale 224
int pos_0: ZcHiFEIEA pos 5L
float scale_1: 47 FEFEAI AL scale Z4L
intpos 1: FHHFEMRIEIL pos 4L
= template <typename IT, typename FT>

__mlu_func__ void int_matmul_wrap():



4, HAE

TR R K AT R A s A S DU A3 A], ] compute P
BOATVHE, SRISH 45 4% LA GDRAM b, HEESHn F (g5 L EE
K25, TED:

IT *nram_buf: NRAM [ FFREIHF1HE 1) 2518

IT *wram_buf: WRAM _bFFEE A ot 5 ) 43 ()

IT *sram_buf: SRAM [ FFREN A T-1H 51 75 [H]

template <typename T> __mlu_func__ void load_left():

A4 7EFEREHS VLA NRAM Lo FEHEATRACER(E, S5 U1% SRAM L, % NRAM
Fh 72 1] 2 % Sk FH T B AL AR O HE R

_mlu_func__ void SegStrategyByFactor():

m, n RIS HRIE R LR factor #H2 n {f, FFALHEUE n 4770 m {f.

int factor: TRV n A7 L

intk up: k 4EFEHEAT 64 Ak FFI12h

int byteit: i AEHE A 1) 7T 4L

int byteft: %y £t R ) 754K

int &work_m: i) #7705 5 R HUY m A8

int &work_n: i) 7705 5 OCEEHLE n E

__mlu_func__ void SegStrategyByMaxCo():

BRAEA) m, n P 000 R, 2R OK WRAM “FH] 348 n {8, JFZ it n
a4+ m 1A

template <typename T>__mlu_func__ void load_right():

VAR ILE NRAM . JFEITBALERE, SR5# 12 WRAM L.

T *right_inchip: WRAM - [¥) & K %5 [H]

T *right_ddr: GDRAM _E {45 k4

T *nram _buf: [fil} NRAM %508, I T-&Ab A 5HEE

intn_in_nram: R k up tFE H1) NRAM (1988 42 25 8] R RE T B W 5 K n
fH

template <typename IT, typename FT> __mlu_func__ void compute():

SR, 743 MatMul 458

FT *dst: {74541 NRAM Z3[H]

IT *left: f7/07E NRAM (¥ /e 55 R

IT *right: {7#HE WRAM L [f145 5

FT recip_scale: Hift scale Z4{

int pos: Ak pos ZH]

S
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o fER P E BOARE, HEAT AR )

« JANERE 0 AR ¢ 7 A R ARG, ORI 20 R P e N 45 R 1

o BN SRAM 2% [a]#E4T m 4EFE #7473 work m=SRAM_BUF_SIZE/sizeof(TYPE)
Ik
1t work_m, TEMIAA int_ matmul wrap 15 4ER A [work_m, n, k] A MatMul.
WrE AR ERE ARS8 SRAM_BUF _SIZE

« (£ int_matmul_wrap 25", work_m * k < SRAM_BUF_SIZE, JirLARE{RIE
AT SRAM (0] L, #1047 load left, ¥ input_0 (4 load | SRAM =¥
LT

« i H SegStrategyByFactor I SegStrategyByMaxCo EA%L 4% n Fl wrok_m [#)4F 75
g, b — R oy SRS
int work n_1 =WRAM _ BUF_SIZE / byteit/ k_up;
int work n 2=(NRAM_BUF_SIZE - byteit * k_up) / byteft;
work_n= ALIGN_DN(MIN(work n_1, work n 2), 64);
int work_ m_1=NRAM_BUF_SIZE / (byteit * k_up + byteft * work n);
int work m_2=(NRAM_BUF_SIZE - byteit * 64 * k_up)/ (byteit * k_up);
work_m’ = MIN(work_m_1, work_m_2);

1 EIR RS HE N work n, work m”.

L AE¥ for (int cur_n'= 0; cur n < n; cur_n += taskDim * work n) 1+ & 4EFE N
[work_m, work_n, k] (1] MatMul, Jiife Ea 7.64 15

P B A 2 40 B work_n *k_up * byteit, M4 % H A7 70 S AR T e
WRAM_ BUEF. SIZE th 0] fig A%/ MA .

 TE [work_m, work_n, k] Y MatMul i1 57, AR 7 5608 O 4 (RIIE work_n
*k_up * byteit < WRAM_BUF_SIZE, FrLLREIRIETE A 2] WRAM “F[A] I, ]
AT load right, ¥ input 1 (4 load ] WRAM =5 [A] L.

o 784~ [work_m, work_n, k] FI1F) MatMul T15 54, &5 Z#E work m”™ HEATHF
a3, LAGRUIE S FE B A4 R A 2 98 7 3 [ I/E NRAM b, 40 F B 7,657 7R
P output JEZR HKAE T output 945 35 input 0 LTI NRAM =5 0], #74r
Fehg b D2 fRAIE (work_n * byteit + k_up * byteft) * work m’ <NRAM_BUF_SIZE,
v e A\ 2 BE S BB 20N B NRAM =50 L.

34T compute i1 57, 11584 [work m” , work n, k] [ MatMul.

o Z EEI P R A RN BB R RS output #5 H ] GDRAM |

7.3.5.4 BatchMatMulV2 BANGC {tFB&E K

AL AT SRES ) B s Nl R, SRR % A CNPlugin (142 B F TensorFlow HE
ZR AR
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7 W G

1. CNPlugin % A% : 77 51 52 F% cnmlCreatePluginBatchMatMul V2OpParam();cnmIDestroyPluginBatchMatM
L& enmlStatus t cnmlComputePluginBatchMatMulV2OpForward() 43 e %7 . £ A\ BCL
TR T AT 2 5 scaleg,posg,scale, ,pos,(ACEFE T A 225D :dimo,dim, (18
REHNRNTIE 0 DA 1 DNEEERE): ma k(IR — DA RGN EE A
[m.k], 55— MRS PIAYEREA [nk]).

BEAMET(E enplugin.h S S0 IR RIHE L, 0 R P 7,675
2. TensorFlow £/l
o B
« % X MLULIib JZ8 1, F L% CNPlugin (132554511
« £ MLUOp 2411, SBLST 1350 Create Al Compute 77 ¥
« %€ ¥ MLUStream 25 1

« 3¢ XL MLUOpKernel 2421 7t tensorflow/core/kernels/batch_matmul_v2_op_mlu.h
SCAFP AR B H R MLUStream 2 () BatehMatMul V2 B 47

43 W 5E % CNPlugin F TF RS, BUATIEATIES HERACIS, 52 SQuAD 1.1 4&iiF
BHRERMK. TREAMRERBATHSIE 792

73.5.5 BERT XEF

A 1t EeE BCL Iftikf:, DLP BsEH [ 5¢ % BERT BCL KK F (1. HAE
pb HEH R AL AE B> CNPlugin HIHUERE FACE BT /NET, BitEEh 7 2 2050
Bt (RIS BT R3] LU BCL H A& W s vH J BT Ig M N 2R, s — a7 A
AR R, BT T R T A B 1 1 RE

ff FH# 7EIE 1T BERT NE AU, {5888 A DLP B 5 TR RS, (AR ok
U5iE 7€ A9 AH R[] pb 1R .

FEAERNF FRN, 55 73528 WARMAEZ, HERMLEE P& KE
T A Bl E SO T E AR

BATHEEARID 5, SR B 7 0T P ae A & KR L 3E Tt .

7.3.6 ELIGTFE

L E M AN ERG 900, BERT SO IRMERE e, RILHERE RE N 1.2, R4S
734 1.2 FLIARRL IS 77 -

* 60 ZrprifE: SERK BatchMatMulV2 BCL 511 S2EL 5 enplugin (I8, 1T LLHLE 5.5
T o

* 70 orARifE: £ 60 oA L, HAT R IGIART, BHR A 1% DA
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« 80 srhndE: 7E 70 ZpH9EEEE E, S8R TensorFlow S T4ERL, 47 52 #(1) BERT #EAYHE
PROGUERIAS, f1 {HRT 80, exact math AT 70, 9. Batch FLyXHEREF I 4L i) /N T
100ms.

* 90 7rbrifk: 1E 80 43 (AR b, PATIIAES, f1 /5 KT 82, exact_math {H KT 73,
. Batch SLCHEREF I LERS /N T 60ms.

* 100 73 FrifE: 7E 90 73 M)At b, AT IMEIARRS, 1 {5 KT 82.5. exact_match fH K
T 74, H Batch FLIRHEELFIIERS /N T 50ms.

7.3.7 SEIGREE

L AR E SRS @ i SRR ME R 5, v & R R R e A& BCL #
TEARTER? 2.4 A B AN[E 7 2052 i BCL 55 SEIRAT (AN ] 7 WRFRZAR 35 2 3. BatchMat-
MulV2 BCL 5NN B 5 PN E RN TN [mk]) s [ngk] 202 A2 [mok]. [k,n] /2
3, XX TensorFlow HEALEERY BCL -7 i Tl CNML A il 5207 . 4. 5 KHF BERT ML,
A7 n] DL — 52 F /N BERT RIS PERE?
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from tensorflow.core.framework import graph_pb2
from tensorflow.python.framework import importer
from tensorflow.python.framework import ops

flags . DEFINE bool(”export_frozen_graph™, False, "Whether to export SavedModel.”

def save_dlp_ frozen_graph(bert_config, seq_len, init_checkpoint):
tf_config = tf.ConfigProto()
with tf.Session(config=tf_config) as tf_sess:
input_ids = tf.placeholder(tf.int32, [None, seq_len], "input_ids )
input_mask = tf.placeholder(tf.int32, [None, seq_len], ‘input_mask’)
segment_ids = tf, placeholder(tf.int32, [None, seq_len], 'segment ids’)

# construct origin graph

(start_logits , end_logits) = create_model(
bert_config=bert_config,
is_training=False ,
input_ids=input_ids ,
input_mask=input_mask ,
segment_ids=segment_ids ,

use_one_hot_embeddings=False)

output_node_names = [ "unstack ]
tvars = tf.trainable_variables ()
initialized_variable_names = {}
if init_checkpoint:
(assignment_map , initialized_variable_names

) = modeling. get_assignment_map_from checkpoint(tvars, init_checkpoint)

tf.train.init_from_checkpoint(init_cheekpoint , assignment_map)
tf.logging . info (" #%xx Load Variables Done sk%x")
tf_sess.run(tf, global_variables dinitializer())

else:
raise ValueError(”No init_checkpoint!™)

tf.logging.info("#**%* Trainable Variables #x%%")
for var in tvars:
init_string = "7
if var.name in initialized_variable_names:
init_string = ", *INIT_FROM_CKPTs*"

tf.logging.info (" ‘name = %s, shape = %s%s™, var.name, var.shape, init_string)

frozen_graph = tf.graph_util.convert_variables_to_constants ( tf_sess ,

tf_sess.graph.as_graph_def (). output_node_names)

export_file = os.path.join (FLAGS. output_dir ., "frozen_model.pb™)
with tf.gfile.GFile(export_file, "wh™) as f:
f.write(frozen_graph.SerializeToString())

tf.logging. info ("s*%% Save Frozen Graph Done k™)
def main(_):

config = tf.ConfigProto(allow_soft_placement=True,
inter_op_parallelism_threads=1,
intra_op_parallelism_threads=1,
log_device_placement=False)

config.mlu_options.core_version = "MLU270"
config.mlu_options. precision = “intl6”
config.mlu_options.save_offline_model = False

config.mlu_options.core_num = 16
config.mlu_options. optype_black_list = "OneHot”
run_config = tf.contrib.tpu.RunConfig(...

session_config=config)

7.60 BERT DLP ¥
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I| [config]
quantization_type = intlé
device_mode = clean

int_op_list = FC

o| [model]

7| activation_quantization_alg = naive

¢ input_tensor_names = input_ids:0, input _mask:0, segment_ids:0
9| weight_quantization_alg = naive

10| seq_length = 128

II| original_models_path = /path/to/frozen/pb

12| output_tensor_names = unstack:0,unstack:1

13| save_model_path = /path/to/output/frozen _model_intl6.pb

15| [data]

16| do_lower_case = False

17| doc_stride = 128

15| max_query_length = 64

o[ batch_size = 8

0| num_runs = |

21| vocab_file = bert/uncased_L—12_H-768_A—12/vocab. txt
data_list = bert/squad/dev=vl.l.json

E 7.61 BERT &t

for (int cur_dim0 = 0; cur_dim0 < dim_0; cur_dim0O++) {
2 for (int cur_diml = 0; cur_diml < dim_1; cur_diml++) {

& 7.62 WEEHF

N

work_m

Input_0

B 7.63 INPUTO 4

work_m

Input 0

& 7.64 INPUTI $##4)
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k waork_n

% work_m P work_m’
work_m work_m

nput_0 Output

B 7.65 NRAM 4

struct cnmlPluginBatchMatMulV2OpParam {...};

typedef cnmlPluginBatchMatMulV2OpParam #cnmlPluginBatchMatMulV2OpParam_t
cnmlStatus_t cnmlCreatePluginBatchMatMulV2OpParam (...) :

cnmlStatus_t cnmlDestroyPluginBatchMatMulV2OpParam (...)

cnmlStatus_t cnmlCreatePluginBatchMatMulV2Op (...);

enmlStatus_t enmlComputePluginBatchMatMulV2OpForward (...) ;

B 7.66 BERT-CNPlugin #0

fEtensorflow /core/kernels/batch_matmul_op_impl . h 5§ In i i

)| #if CAMBRICON_MLU

3| #define REGISTER_BATCH MATMUL_MLU(T) \
REGISTER_KERNEL BUILDER{( \
Name( "MLUBatchMatMulV2™) . Device (DEVICE_MLU) . TypeConstraint <T>("T"), \
MLUBatchMatMulV2<T>)
#endif CAMBRICON ML

7 tensorflow/ care /ops/math_ops.ce® 8 ik M, JEAHEEF 2ol B TDLPH .
REGISTER_OP ("ML UBatchMatMulV2™)
CInput(Ux: T
JInput(Ty: TT)
. Output(“output: T")
JAttr (UT: {half, float}”)
CAttr(Tinputl_position: int = 07)
LAttr("inputl_scale: float = 1.0™)
CAttr(Tinput2_position: int = 07)
LJAttr (T input2 scals:s float = 1.0™)
Attr(adj_x: bool = false™)
JAttr("adj_y: bool = false™)
.SetShapeFn(shape_inference :: BatchMatMulV2Shape)
.Doc(R”doc(
MLUBatchMatMulV2 (DLP only)

ydoc™) ;

B 7.67 HFEM
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##tttensorflow /stream_executor/mlu/mlu_api/lib_ops/mlu_lib_ops.cc
tensorflow :: Status CreateBatchMatMulV20p (MLUBaseOps** op,

cnmlPluginBatchMatMulV2OpParam_t param,

MLUTensor# inputl , MLUTensor* input2 ,

MLUTensor# output) {

fi MLUTensor* inputs[2];

MLUTensor* outputs[1];

inputs[0] = inputl;

9 inputs[1] = input2:

10 outputs [0] = output;

11 CNML RETURN _STATUS( cnmlCreatePluginBatchMatMulV2Op(op, param, inputs, outputs)):

14| tensorflow :: Status ComputeBatchMatMulV20p (MLUBaseOp#* op,

15 MLUCnrtQueue* queue ,

16 void#* inputs, int input_num,

17 void##* outputs, int output _num) |

18 CNML_RETURN_STATUS( cnmlComputePluginBatchMatMulV20pForward (

19 op, inputs, input_num, outputs, output_num, queue));

22| ##tttensorflow /stream_executor/mlu/mlu_api/lib_ops/mlu_lib_ops.h
3| tensorflow :: Status CreateBatchMatMulV20p (MLUBaseOps#s# ap ,

24 cnmlPluginBatchMatMulV2OpParam_t param ,

2 MLUTensor# inputl , MLUTensor* input2 ,

26 MLUTensor# output});

tensorflow :: Status ComputeBatchMatMulV20p (MLUBaseOp* op ,
MLUCnhrtQueue* queue ,

29 voids##* inputs, int inputs_num.,

30 void#* outputs, int outputs_num)

##tt#tensorflow /stream_executor/mlu/ mlu_api/ops/mlu_ops.h
struct MLUBatchMatMulV2OpParam |

34 float scale_0_3

35 int pos_0_:

36 float scale 1 ;

3 int ‘pos_ 1=

38 int dim_0

39 int dim_1_;

H

40 i T ;
il int n_;

int k_;
MLUBatchMatMulV2OpParam( float scale_0, int pos_0,
float scale_1, int pos_I,
int dim_0, int dim_1,
46 int m, int n, int k)
scale_0_(scale_0), pos_0_(pos_0), scale_1_(scale_1), pos_1_(pos_1),
48 dim_0_(dim_0), dim_1_(dim_1), m_(m), n_(n), k_(k) {}

19| ¥;

51| DECLARE_OP_CLASS(MLUBatchMatMulV2) ;

7.68 MLULib 0

230



#tt#tensorflow /stream_executor/mlu/mlu_api/ops/batch_matmul_v2 . cc
#include "tensorflow/stream_executor/mlu/mlu_api/lib_ops/mlu_lib_ops.h”
#include “tensorflow/stream_executor/mlu/mlu_api/ops/mlu_ops.h”

#include “tensorflow/stream_executor/mlu/mlu_api/tf_mlu_intf . h”

namespace stream_executor |
namespace mlu {
namespace ops |

Status MLUBatchMatMulV2 :: CreateMLUOp( std :: vector <MLUTensor *> &inputs ,
std ::vector<MLUTensor %> &outputs ,
void #param) |
TF_PARAMS CHECK(inputs.size() > 1, "Missing input”);
TF_PARAMS CHECK( outputs.size () > 0, "Missing output™);

MLUTensor *in0 = inputs.at(0);
MLUTensor #inl = inputs.at(l);
MLUTensor #%output = outputs.at(0):
MLULOG(3) << “CreateBatchMatMulV20p, inputl:
<< lib :: MLUTensorUtil(in0 ). DebugString ()
<< ™, input2: " << lib :: MLUTensorUtil(inl ), DebugString ()
<< ", output: " << lib:: MLUTensorUtil( output). DebugString();

MLUBatchMatMulV20pParam #op_param = static_cast <MLUBatchMatMulV2OpParam #*>(param);

TF_STATUS_CHECK( lib :: CreateBatchMatMulV20p (...));
base_ops_.push_back(batch _matmul op ptr):

return Status ::OK():

Status MLUBatchMatMulV2 :: Compute( const std :: vector <void > &inputs ,
const std::vector<void %> &outputs ,
cnrtQueue_t queue) |

MLULOG(3) =< "ComputeMLUBatchMatMulV2";
TF_STATUS CHECK(1ib :: ComputeBatchMatMulV20p (...)):

TF_CNRT_CHECK( enrtSyncQueue (queue));

return Status ::OK();

7.69 MLUOp #0
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Status BatchMatMulV2(OpKernelContexts ctx ,

Tensor* inputl ., Tensorx input2 .,

float scale 0, int pos 0, float scale_ I,

int pos_I, int dim_0, int dim_l, int m,

5 int n, int k, Tensor* output) |

6 ops :: MLUBatchMatMulV2OpParam op_param(scale_0, pos_0, scale_1,
pos_l, dim_0, dim_l, m, n, k);

8 return CommonOplmpl<ops :: MLUBatchMatMulV2>(ctx , {inputl, input2},
9 {output}, static_cast<voidx>(&op_param));

B 7.70 MLUStream #01

#ifndef TENSORFLOW_CORE_KERNELS BATCH MATMUL_V2_OP MLU_H_
#define TENSORFLOW_CORE_KERNELS BATCH_MATMUL_V2 OP MLU_H_
#if CAMBRICON MLU

s| #include "tensorflow/stream_executor/mlu/ mingstrean . h™

namespace tensorflow |

| template <typename T>
class MLUBatchMatMulV2 : public MLUOpKernel |

public:

explicit MLUBatchMatMulV2( OpKernelConstruction* context)

13 : MLUOpKernel( context) |

14 OP REQUIRES OK{context, context—>GetAttr("adj x”, &adj_x_));

15 OP_REQUIRES_OK{context , context—>GetAttr("adj_y™", &adj_y_)):
16
1 }
I8
19 void ComputeOnMLU(OpKernelContext* ctx) override |
20 se ::mluz: MEUStream# stream = static_cast <se::mlu:: MLUStream s >(
21 ctx—>op_device_context ()—>stream ()—>implementation () );
24 OP_REQUIRES_OK(ctx , stream—>BatchMatMulV2(ctx, ...));:
25 1
26
private:
bool adj_x_;

bool adj_y_;

3|}

32| } namespa
23| #endif CA
| #endif TENSORFIL

B 7.71 MLUOpKernel E#H
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python run_squad.py \
——vocab_file=${BERT_BASE DIR}/vocab.txt \
——bert_config_file=${BERT_BASE DIR}/bert_config.json
—=predict_batch_size=8 1\
—max_seq_length=128 \
—=hidden_size=768 \
—output_dir=3% {OUTPUT DIR}
—export_frozen_graph=false \
—do_predict=true \
—predict_file=% {SQUAD DIR}/dev—vl.l.json
python ${SQUAD DIR}/evaluate—vl.1.py \
${SQUAD DIR }/dev—vl.1.json \
${OUTPUT_DIR }/ predictions.json

B 7.72 BERT 3

[config]

quantization_type = intlé
device_mode = clean
int_op_list = FC, BatchMatMul

[ model ]

input_nodes = input_ids ., input_mask . segment_ids

layer_num = 12

seq_length = 128

original_models_path = /path/to/frozen_model.pb

output_nodes = unstack

quantization_output_nodes = bert_plugin_op

scope_names = attention/self/query/MatMul, attention/self/key/MatMul,
attention/self/value/MatMul, attention/self/MatMul,
attention/self/MatMul_1., attention/output/dense/MatMul,
intermediate /dense/MatMul, output/dense/MatMul

post_process_name = MatMul

save_model_path = /path/to/output/frozen_model_intl6.pb

[data]

do_lower_case = False

doc_stride = 128

max_query_length = 64

batch_size = 8

iters =1

vocab_file = bert/uncased_L—-12_H-768_A—12/vocab. txt
data_list = bert/squad/dev—vl.l.json

B 7.73 BERT KETEE#

233



